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1
Introduction

1.1 The Burden of Re�nding Paper

In this day and age everyone uses a desktop computer for reading, writing
and editing texts. Although this popularity, still a lot of people prefer to use
paper to read in stead of a computer screen [13] [14]. This because they say
it reads easier or they want to make some notes on the paper. The paper
version of a document lays around on a desk, or gets placed in maps. It often
happens that when a users wants to �nd the same paper later again they do
not remember in which map is was placed.

As both the digital and paper versions exist next to each other, it might
be a good idea to combine both, and improve the interaction between desk
and computer. To combine paper and digital documents there are a lot of
small things we need to achieve. In this project, we focus on tracking physical
sheets of papers on a desk with the computer. In this way, the computer can
help us to retrieve pieces of paper or recognise which particular piece of paper
has been picked up, or placed on the desk.

To create this link users often make use of a Personal Information Man-
ager (PIM). A PIM is a software application which functions as a personal
organiser. The goal of a PIM tool is to facilitate the recording, tracking, and
management of certain types of personal information.

Whittaker and Hirschberg [18] agree with Sellen [13] stating that a lot of
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users still make use of paper archives. The reason for these paper archives
has been investigated by Sellen . People still use paper due to its a�ordances.
Paper is easy to group, easy to navigate through and has a good reminding
function[13]. It is easier to remember that you have to handle a document
when it lies in the middle of your desk than when a PDF of this document
is stored in your mailbox.

Figure 1.1: Messy desk

These archives are according to Malone [11] stored in two ways namely
piling and �ling. Figure 1.1 illustrates a desk with piles on it. In addition,
Trullemans and Signer [15] de�ned a combination of piling and �ling. A user
can pile their document upon a desk but can also make use of several piles
which each containing a di�erent subject of documents.

The problems start when these piles are getting too large and �nding
documents within these piles become a burden [13]. To help the user to �nd
documents within the piles a digital representation of these should be kept.

1.2 Thesis contribution

The goal of this project is to create a fast prototyping framework to uniquely
identify documents which are being placed in piles upon desks. This pro-
totype needs to be cheap and easy for users to rebuild themselves. The
identi�cation of the documents and the tracking of the piles will aid in the
larger picture of the O�ce of the Future.



3 CHAPTER 1. Introduction

When a document placed on a desk can be uniquely identi�ed without any
limitation like size, color, layout or without the need to identify the document
with a marker or tag this data can be stored. Whenever this same document
is seen again the system indicates this document is a known document. Next
to the identi�cation of the document, some metadata can be gathered about
this document.

The O�ce of the Future will enable links in both ways, helping the user to
�nd a document placed in �les by the use of the computer. The link between
this part on the computer and the paper document can be made by using
techniques introduced in this project.
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2
Related Work

2.1 The O�ce of the Future

Already in 1991 research was being done about the combination of a com-
puter workspace and a physical desk. In Xerox EuroPARC there was a PhD
student called Pierre Wellner who started his work by considering the po-
tential bene�ts of using video in the o�ce environment. He concluded that
there was a great potential for any system that eased the transition between
paper and electronic information.

The idea was tested in a project that used video scanning to translate
selected foreign words from paper documents. Later this project evolved
in what was called DigitalDesk [17] and is illustrated in Figure 2.1. The
DigitalDesk did not force the user to interact with the computer workspace
or the desk but transferred the information of the computer workspace to
the desk as illustrated in Figure 2.2. This gave the possibility to the users
to interact with the computer on their desk. The fact that the computer
screen was displayed on the desk and the desk was recorded again opened
the possibility to a lot of new interactions.

A basic new interaction was that a user could press on projected buttons
on the desk and the computer could register these interactions. A simple
application using this interaction was a calculator which was displayed on
the desk and the user could make calculations just by pressing the displayed
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Figure 2.1: The Digital Desk

buttons [16].

The DigitalDesk also o�ered the possibility to select certain areas on the
desk. For example, a user can easily copy a part of a physical document and
paste it again in a digital �le. The possibility of selecting written information
enables the integration between the two desks. Even more, some handwriting
recognition was implemented.

In a short movie1 about the DigitalDesk the example was given about
someone who went on a business trip. The accountant of the �rm had to
keep track of all expenditures the person made. So the person who went on
the business trip gave all his receipts to the accountant, who had to combine
all this to a �nancial overview of the trip. Thanks to the DigitalDesk the
user could just write what expense was made, copy the total amount of the
receipt and paste it in his own �le. After all receipts are entered in the
computer the user could just add them all up. To be able to sum up the
total of the expenses a sum button is needed. As the DigitalDesk as well
reads and beams to the desk it is possible to create buttons out of paper,
which can be put down everywhere you want. In the example of the business
trip a paper button with SUM and an arrow on it is used to sum up the
numbers in the selected area and write the result in the square denoted by
the arrow on the button.

1http://www.youtube.com/watch?v=S8lCetZ_57g
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Figure 2.2: Digital Desk

Another useful advantage of being able to copy and paste any sort of
content can be seen in drawings. When a user, for example, wants to make
a drawing where a certain item repeats itself. It is fairly easy to copy the
drawing and re-scale, rotate and reposition it. A user can make a drawing
once and reuse it or make your drawing on a scale that is easy to draw and
rescale it to the size interesting for their needs.

Figure 2.3: CamWorks

An alternative to the DigitalDesk is the CamWorks [12] system illustrated
in Figure 2.3. CamWorks is a tool that captures the image of the desk
and displays it on a computer screen. CamWorks uses over-the-desk video
capture, designed to facilitate casual scanning while avoiding the expense
and complexity incurred by our previous prototypes. CamWorks o�ers the
user the possibility to read and write on a sheet of paper placed upon the
desk but has the advantage that they can select parts of the text to print,
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mail, or reuse in other documents. The use of Optical Character Recognition
(OCR) within the CamWorks program would even enable the tool to reuse
text in own documents or search for selected words.

Recently, attention has to be paid to a new kid on the block namely the
tabletops. Tabletops are these days more often used to integrate paper with
a desk. An example of this is the DocuDesk [4], illustrated in Figure 2.4.
The DocuDesk is developed at the Microsoft Research lab and makes use
of a tabletop combined with a camera �lming the actions on the tabletop.
Using the camera they can decide whether the document has a digital coun-
terpart. They make use of 2 dimensional barcodes to uniquely identify these
documents.

Figure 2.4: Docudesk

Researchers Collins and Kay from the University of Sydney are currently
doing some own research on the use of tabletops, called Focus [3], illustrated
in Figure 2.5. The goal of Focus is to aid with the retrieval of documents
without having users to insert any text for search. The tabletop application
even has a mobile companion for smartphones called Focus Inspector2. This
app can be used while working on the tabletop to control settings on a private
display.

2.2 Identifying and Tracking Paper Documents

2.2.1 Tracking Documents with Aid

Next to this, there is a lot of research done by multiple researchers all over
the world to track paper documents [2] [9]. One thing these solutions have
in common is that they need some aid to identify a document.

2http://chai.it.usyd.edu.au/Projects/Focus
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Figure 2.5: Focus

These aids come in numerous ways. The most common one is the use
of tags. These can be QR-tags, �ducial markers or just plain barcodes. For
every of these tags readers need to be placed and special attention needs to
be paid for the code to be scanned.

Another way which is more automated and needs less attention of the user
is making use of Radio-frequency identi�cation (RFID) tags. Once again the
overhead is that these tags need to be placed on the documents and need
to be linked to the document on the computer. But once this is done the
overhead nearly disappears. The users do not need to scan a document every
time they use it because RFID readers have a longer range and do not need
any direct contact like barcode readers. This means that these readers can
be put under a desk or in a ceiling and enables tracking whether a document
is being placed upon a desk or if a document has left a room.

The extra advantage of using RFID tags is that users can retrieve doc-
uments by the use of portable RFID readers. When a lot of documents are
stored in a closet one can just hoover over the closet with the reader and a
signal, sound or light, can be given to the user when the user is hoovering
over the documents the user is looking for.

In 2006, research on document tracking has been done in the University of
Fribourg [5]. These researchers have created a web interface that enables the
user to do some document tracking. Via the web interface the user connects
an RFID tag with a document. This is been done by the use of XML. The
user can insert the title of the document, the sort of the document and other
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contextual information.
A company which has an operational RFID system is Mangellan Technol-

ogy3. They have developed special RFID tags called PJM RFID which are
optimised to track paper documents. They make use of their own designed
RFID trays, as illustrated in Figure 2.6, which keep track of documents
placed on desks.

Figure 2.6: RFID tray

Next to the use of these trays, they also have a system placed behind
bookcases which can track the entire bookcase and keep track of the docu-
ments present. In addition they also make use of the STRP-5050 shown in
in Figure 2.7. This is a high-speed RFID reading tunnel, which can track
entire boxes �lled with up to 10 000 documents equipped with RFID tags.

Also Motorola4 o�ers a number of RFID tracking solutions. They created
RFID readers in various sizes and made them for various places like on a wall,
in the ceiling, or underneath a desk. They even created a geighercounter-
like handheld device (see Figure 2.8) which can be used to track documents
placed in shelves.

2.2.2 Video-based Document Tracking

Jiwon Kim et. al., did some research in a collaboration between the Univer-
sity of Washington and Microsoft Research in 2004 which is relevant to what
we want to achieve in our project [10].

3http://www.youtube.com/watch?v=FnwObwKwFE4
4http://www.youtube.com/watch?v=QSm4n4-qi7k
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Figure 2.7: STRP-5050 tunnel RFID reader

Figure 2.8: Motorola hand-held RFID reader

The goal of their research was to unify physical papers with their elec-
tronic equivalent on the computer. They did this by using a camera above
the paper piles and track the movement within these piles as illustrated in
Figure 2.9.

One disadvantage of this system is that they rely on recognition of a paper.
This means they need a digital version of the document on the computer so
they can compare both the digital representation of a document with the
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screen just captured. Besides this, quite good tracking of documents can be
done. There was no possibility to see how they react with papers which are
very similar, such as research papers, but with the papers used in the demo
this looks very promising.

Figure 2.9: Desktop video

As an additional feature Kim et al. made a digital representation of their
desks. The piles on a desk were displayed and gave the user the possibility to
�nd a certain paper by using search queries or scrolling through all available
papers in digital space. The place where the paper version of a document is
stored on the desk is then highlighted upon the computer screen giving the
user an easy way to retrieve this document.

Using the 'remote desktop interface' the user can virtually browse through
piles by moving documents on the computer screen.

An extra advantage of this approach is that users can sort their photos
this way. When a user wants to sort their photos on their computer, the user
has to drag and drop each photo in the folder the user wants the photo placed
in. With this implementation a user can create piles of photos on their desk
and then place the piles in a folder. This makes it easier to sort out your
photos even though the need of having your photos both digital and printed
out is a bummer.
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2.3 Requirements

None of the above mentioned programs meet the requirements set for this
project. Some of the projects above have extra needs or are too complicated
to be rebuilt for rapid prototyping purposes. One of the main goals of this
project was to create a fast prototyping framework to keep track of physical
papers on a desk. For this goal we only made use of cheap hardware, in
this case an o�-the-shelf smartphone, a black desk, a Kinect (only needed to
automatise the detection, which could be done manually) and a computer.

Besides the cheapness of the hardware, attention has been paid to not
use any extra tags to identify papers. This means no use of tags, RFID or
barcodes. But only use the image captured by the phone.

An extra upside of this project is that it works for every kind of paper.
It can recognise all sorts of paper and identify them uniquely. It does not
need any prior knowledge of the papers used and in contrary to other appli-
cations discussed above, it does not need a digital version of the paper on
the computer.

Requirement 1 Extract image from picture

First a picture is taken with a camera. This picture contains the pile that
needs tracking. To be able to run some recognition algorithms on this docu-
ment the image of the document needs to be extracted from the picture.

Requirement 2 Uniquely identify captured paper

Starting from a picture of a desk it is a requirement that the image of the
document placed on the desk is extracted.

Requirement 3 Gather metadata from the document

From a uniquely identi�ed document the search for metadata of this doc-
ument can be started. A way to search for this metadata could be to run
an OCR algorithm on the image and try to recognise the title of the given
document.

Requirement 4 Track piles

Because keeping track of only one pile of documents does not match our
daily life, it is a goal to be able to track multiple piles and keep track of the
movement of documents from one pile to another.

Requirement 5 Activate on movement
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For better quality of the images there has been made use of pictures instead
of a constant camera feed. To avoid the need to constantly take pictures
from our desk, the program needs to be triggered to take pictures and try
to recognise the documents only when changes are made. The right moment
to check if something has happened is whenever movement detected around
the tracked piles.



3
Design

3.1 Setup

The setup for this project is simple and makes use of a�ordable technologies
since this was one of the requirements. Next to the obligatory desktop com-
puter there is a need for an IP camera to identify and track documents. An
Internet protocol camera (IP Camera)is a type of digital video camera, which
unlike analog closed circuit television (CCTV) cameras can send and receive
data via a computer network and the Internet. In this case, smartphones are
used because they are a cheap option and do the required job rather well. At
the moment, the software is made to track two piles by using two cameras
but it can easily be changed to track an endless number of piles with an
endless number of cameras.

The setup with a front view is shown in Figure 3.1. Both cameras are
mounted above the piles at approximately 45 cm. This hight depends on the
quality and width of the lens of the cameras that are being used.

Next to the cameras to track the documents in piles we also have a Kinect
mounted to track movements within the piles. Currently, we use one Kinect
to track all piles. The Kinect makes use of an API called 3Gear which requires
the Kinect to be mounted about 80 cm above the desk for optimal use.

Because OpenCV which is used to extract an image of the document from
the picture makes use of contrast, a black desk is mandatory. An important
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Figure 3.1: Front view of the system

constraint is that the desk should be as non-re�ecting as possible to reduce
the chance that OpenCV sees the re�ection of light as a high contrast part
of the image.

A top view of the setup is given in Figure 3.2. Since the presented project
includes the determination of an ideal setup, tripods are used to �x the
cameras and Kinect. The use of tripods allowed us to easily change the
setup such as the height of the cameras and their position during the iterative
design of the setup. Nevertheless, we do recognise that the use of tripods
is not the most user-friendly solution. In the near future, the cameras and
Kinect will be mounted on the ceiling in the O�ce of the Future setting in
the WISE lab. Nowadays, also other solutions exist to �x cameras on desks
such as �exible desk mounts.
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Figure 3.2: Top view of the system

3.2 Recognising Paper Documents

3.2.1 Recognising Marked Paper

When a document is placed on a desk, it should be tracked which document
this is. To do so, the document needs to be identi�ed uniquely. An easy
way to recognise papers is to mark them with a unique tag such as a �ducial
marker or a barcode.

Fiducial Markers

A �ducial marker or �ducial [1] is a marker placed on an object within the
view of an imaging system. The goal is to use the �ducial marker as a point
of reference for an object that needs to be tracked. An example of a �ducial
is shown in Figure 3.3.

Fiducials make use of a black and white pattern. They use white drawings
on a black background which is translated to a tree graph. This tree graph
then gets used to compute a vector which can be used to determine the
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Figure 3.3: Fiducial marker

orientation of the marker.

ArUco

ArUco [6] is a minimal library for Augmented Reality (AR) applications
based on image recognition by OpenCV. It has been developed by the re-
search group "Aplicaciones de la Vision Arti�cial" (Applications of arti�cial
vision) at the University of Cordoba.

Figure 3.4: ArUco marker

ArUco can identify up to 1024 di�erent markers. These markers can be
placed in a room to guide robots or digital entities to �nd their way around
a room. An example of this is ArUco with Ogre1 displayed in Figure 3.5.
Here, they use ArUco makers to let a digital ogre run around in a room which
is recorded by a camera. In the room, they place �ducial markers and by
only seeing a partial view of the markers the ogre can still run around in the
room. To detect the markers, ArUco goes through the following process:

• Try and �nd borders by using OpenCV

• Find the contours of the real markers. This is done by �ltering out
unwanted borders and looking for polygonals with exactly 4 corners.

1http://www.youtube.com/watch?v=CzD48UkGsK8
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Figure 3.5: ArUco with Ogre

• Sort borders in anti-clockwise direction

• Identify the found markers

Each marker used within ArUco has an internal code given by 5 words of
5 bits each. Using a small modi�cation of the Hamming Code there can be
made up to 1024 markers. In fact, only 2 of the 5 bits in a word are used for
information where the other 3 are used for error detection.

Each created marker consists of 7 by 7 squares as highlighted in Figure 3.4.
The surrounding squares are all black to identify the border of the marker.
In fact, only a 5 by 5 square can be used to identity the markers.

reacTIVision

An alternative to ArUco is reacTIVision [7]. reacTIVision is an open source,
cross-platform computer vision framework2. The main goal is to track the
�ducial markers on physical objects as well as for multi-touch �nger track-
ing. reacTIVision was developed by the Music Technology Group at the
Universitat Pompeu Fabra in Barcelone (Spain).

reacTIVision is a standalone application which sends TUIO messages to
any TUIO enabled client application. TUIO [8] is an open framework that
de�nes a common protocol and API for tangible multitouch surfaces. The

2http://reactivision.sourceforge.net/
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protocol allows to transmit an abstract description of an interactive surface.
These descriptions can include touch events and tangible object states. The
transmission can be caught by any application able to interpret this protocol
thanks to the use of the API.

The TUIO protocol is encoded using the Open Sound Control format [19].
TUIO provides an e�cient binary encoding method for the transmission of
arbitrary controlled data.

3.2.2 Identifying Paper Documents Without Tags

Working with �ducial tags is promising in having an easy way to uniquely
identify a piece a paper. The document could be linked with a tag with
its digital version. On the other side, the need to add a tag to each paper
document introduces the necessity to keep a database knowing which tag is
linked to which paper. Due to this extra work, some better ways to keep
track of which paper has been found were investigated. A useful solution
could be to try to recognise paper based on an image of the paper without
using a tag [10].

Identifying a document based on its appearance and without having any
prior knowledge, is a challenge that has a number of ways to be tackled.
To �nd a suiting solution, a reference could be made with the way humans
identify a document. The most frequent way a human identi�es a document
is by reading the title of the document. Reading the title of a document
can be done by a computer making use of Optical Character Recognition
(OCR)3. OCR could give a good indication to identify a document but still
has some downsides. It is not �awless and it does not work on any type of
document. Imagine written documents or documents without a title. Even
though OCR is not optimal to be the main way to identify a document, it
can still be used as a backup to identify documents or can be used to �nd
metadata.

If a human cannot read the title of a document or the title is lacking, a
person will make use of the layout of the document such as where has text
been written, where are the blank spaces or where does the title stand.

To imitate this kind of recognition on a computer, there is the possibility
to translate the image to a greyimage and for each pixel the value of the
pixel can be checked. Based on this value, the computer can decide whether
there is anything written at the pixel's position. If all the pixels of the image
have their value stored, the computer can compare these pixels and decide
whether or not both documents are the same. In this project, we explored and

3http://en.wikipedia.org/wiki/Optical_character_recognition
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implemented the identi�cation of paper documents via the above explained
comparison of pixels.

3.3 Gathering Metadata

Once the document is uniquely identi�ed, it could be interesting to �nd meta-
data for this document. As mentioned before, the use of Optical Character
Recognition(OCR) could be applied. By using OCR, the document's title
can be extracted. This title can be used to store the document by using a
meaningful name instead of a computer-generated one. Having this kind of
metadata, the digital counterpart of the document could be searched on the
computer or the Internet and an internal link between the digital represen-
tation of the image of the document and the digital version of the document
could placed. Via an Internet search for the document, we can gather other
metadata of the document next to a digital version of the document . This
can enhance the paper document with information such as the author, year,
university or the magazine they are published in.

3.4 Tracking in Piles

Quite often desks are covered with documents. The most popular way to
keep documents on a desk is in piles. Nevertheless, users have a hard time
to re�nd documents in piles.

If we want to track piles of paper after we identi�ed a paper document
we need to have extra functionality. When a document is not placed level,
we have a system rotating the document so we can still identify this page.

To track piles we need to know when there is any action happening on the
piles [15]. A logical option is to tell the computer when a document is added
to the pile or when a document is removed from the pile. Because telling the
computer is a non-natural interaction and could be forgotten, this should
be automatised. Therefore we have introduced a Kinect in the presented
system. The Kinect registers any movement above the paper piles. When
a movement is detected the program identi�es the top of the piles. Because
users can move a document from one pile to another, it is necessary to check
every pile after a document has been moved.
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Implementation

4.1 Digital Feedback of the Identi�ed Docu-

ment

To identify a piece of paper placed upon a desk, it is needed to determine if
this document has been seen before and if so what page it is. To be able to do
so, a clear view of this document is needed. Starting from a photo of the desk
it is needed to try and extract that part of the pictures that is interesting.
This results in the image of the page. This image will need editing in order
to determine what paper is seen. Note that to identify these documents only
the �rst page of the document is used. Note that the following explanation
goes about the identi�cation of a single document.

4.1.1 Making an Image

As a start, a clear photo of the desk with the document is taken. First, a
Microsoft HD Webcam as illustrated in Figure 4.1 was used to get an image
of the desk. Using this image the image of the document could be cropped
out.

The images returned by the Microsoft webcam had a decent quality to
�nd the borders but was not sharp enough to do any OCR. To get some
clearer images a Logitech webcam, as shown in Figure 4.2, was used. This
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Figure 4.1: Microsoft LifeCam Studio

webcam stated to be able to make 15 megapixel pictures. After testing our
prototype with this new device, it seemed that it returned even worse images
than the Microsoft HD webcam. The reason for this poor performance is
that the Logitech webcam only has a 2 megapixels camera but o�ers software
enhancement up to 15 megapixel. This approach was not an option since the
software is closed source.

Figure 4.2: Logitech HD Pro Webcam C920

Because the presented application does not need a constant feed of images
passed by the camera, some experiments were done by taking pictures of the
table. To take a picture the most obvious device laying around was used. A
Google Nexus 5, as illustrated in Figure 4.3 was used to capture pictures.
This resulted in a way clearer picture than ever seen with the webcams.

Constantly taking pictures with a phone and then transfering them to the
computer to invoke the application would result in poor usability. Therefore,
we had control the camera of the smartphone from a computer. The solution
was to turn the smartphone into an IP Camera. Several apps have been
tested to accomplish this. The best suited app for our needs is IP Webcam.
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Figure 4.3: The Google Nexus 5 Smarthphone

IP Webcam

IP Webcam 1 is an Android application written by Pavel Khelebovich with
the goal to turn the user's phone into a network camera with multiple viewing
options. It gives the user the possibility to view the camera on multiple
platforms like a VLC player or a web browser add even provides to the user
the possibility to use it as a camera on Skype. IP Webcam connects using
the WiFi network without any use of the Internet.

Once connected through the WiFi, the user's phone camera is hosted
on an IP within the network. A web interface is provided where the user
has numerous possibilities to check the live feed. The user can take pictures,
listen to the live feed of the audio using Flash, HTML5Wav or HTML5 Opus.
For videostreams, the user can use Flash, Browser Java and JavaScript.

Next to the live feed of the camera, the app also provides some extra
possibilities like taking pictures, taking focused photos or to change settings
like the zoom, the stream quality or the exposure compensation.

If the user does not want to use this main page but only see the content
of the camera, several URIs are provided to interact with the camera

• http://10.0.0.217:8080/video is the MJPEG URL.

• http://10.0.0.217:8080/shot.jpg fetches the latest frame.

• http://10.0.0.217:8080/audio.wav is the audio stream in Wav for-
mat.

• http://10.0.0.217:8080/audio.aac is the audio stream in AAC for-
mat (if supported by hardware).

1https://play.google.com/store/apps/details?id=com.pas.webcam&hl=en
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• http://10.0.0.217:8080/audio.opus is the audio stream in Opus
format.

• http://10.0.0.217:8080/focus focuses the camera.

• http://10.0.0.217:8080/nofocus releases the focus.

Figure 4.4: The IP Webcam web interface

For this project the most interesting option of these is the
http://10.0.0.217/photo.jpg which is not listed above. This link lets the
phone take a new picture at the moment this url is visited.

The application itself has some interesting options. It gives the user the
possibility to chose the resolution of the video it streams or the resolution
of the photos taken. The user can give it a video orientation and decide
how good the quality of the images has to be. In addition to this, the user
can also decide how good the quality of the stream can be by choosing the
bandwidth that can be used.

The more interesting options for this project are those of the focus mode
where the user can chose between in�nity, manual, smooth (for recording)
or aggressive (for taking pictures). As for the scope of this project, pictures
have been taken with the aggressive option.

Next to the focus mode, the �ash mode is quite interesting for this pur-
pose. Apart from no �ash and auto �ash the user can also choose to always
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Figure 4.5: The IP Webcam Android interface

use the �ash. Since in the scope of this project an equal amount of light on
the picture is preferred, the option to always have the �ash active has been
activated.

A result of taking a picture with this device and these settings can be
seen in Figure 4.6.

4.1.2 Extracting the image

Starting from this picture the next goal becomes to extract the part which
is interesting for the project. This is the part of the picture, that contains
the document itself. To extract this part of the picture the javaCV2 library
which is a translation of the OpenCV library to Java is used.

2https://github.com/bytedeco/javacv
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Figure 4.6: Photo taken trough IP Webcam

OpenCV

OpenCV (Open Source Computer Vision Library)3 is a library of program-
ming functions mainly aimed at real-time computer vision. The OpenCV
project was initially an Intel Research initiative. It was launched in 1999 as
a part of a series of projects including real-time ray tracking and 3D display
walls. Now, OpenCV calls itself an open source computer vision and machine
learning software library.

OpenCV is written in C/C++ but it has C++, C, Python, Java and
MATLAB interfaces and supports Windows, Linux, Android and Mac OS.
It is free for use under the open source BSD license4. These days OpenCV is
supported by Willos Garage and Itseez. In August 2012, OpenCV was taken
over by the non-pro�t OpenCV.org foundation.

A brief list of what OpenCV can do according to the itzees5 website is
given. Basic image processing (�ltering, morphology, geometrical transfor-

3http://opencv.org/
4http://en.wikipedia.org/wiki/BSD_licenses
5http://itseez.com/OpenCV/
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mations, histograms, color space transformations), advanced image process-
ing (like inpainting, watershed and meanshift segmentation etc.), contour
processing and computational geometry, various feature detectors and de-
scriptors (ranging from simple Harris detector to Hough transform, SURF,
MSER etc.), object tracking, optical �ow, object detection using cascades
of boosted haar classi�ers, camera calibration, machine learning tools (data
clustering and statistical classi�ers).

JavaCV enabled the possibility to crop the image and extract only the
image of the document we want to track. After this crop we need to reposition
the image and reform it to get a square again. This is needed because if a
shot has been taken from an angle this could result in a distorted image of
the paper.

To extract the document from the image a number of steps need to be
taken. First the image needs to be converted to its grey image, next the
contours of the image should be found, after which the corners of this image
need to be found and as last it is needed to try and �nd the cornerpoints of
the document itself.

createGreyImage

Creating the grey image of a picture is fairly easy using openCV. First, a new
image with the same height and width as the original image is created and
later the grabbed image is copied into this new image using the cvCvtColor
function with the CV_BGR2GRAY parameter.

pub l i c void createGreyImage ( ) {
greyImage = IplImage . c r e a t e ( grabbedImage . width ( ) , grabbedImage . he ight ( ) ,

IPL_DEPTH_8U, 1) ;
vCvtColor ( grabbedImage , greyImage , CV_BGR2GRAY) ;
cvThreshold ( greyImage , greyImage , 65 , 255 , CV_THRESH_BINARY) ;

}

The conversion of the photo in Figure 4.6 to its grey image can be seen
in Figure 4.7.
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Figure 4.7: The grey image of the taken photo

�ndContours

Next the contours of the image need to be found. This is a built-in feature of
javaCV. The javaCV function cvFindContours will take a grey-image and
�nd the highest contrast and mark them as contours.

The option CV_RETR_EXTERNAL is one of four options that could have been
chosen here. This option is called the contour retrieval mode. The de�nition
of these option, according to the OpenCV documentation can be seen in the
list below6.

6http://docs.opencv.org/modules/imgproc/doc/structural_analysis_and_shape
_descriptors.html
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• CV_RETR_EXTERNAL retrieves only the extreme outer con-
tours. It sets hierarchy[i][2]=hierarchy[i][3]=-1 for all the contours.

• CV_RETR_LIST retrieves all of the contours without establishing
any hierarchical relationships.

• CV_RETR_CCOMP retrieves all of the contours and organises
them into a two-level hierarchy. At the top level, there are external
boundaries of the components. At the second level, there are bound-
aries of the holes. If there is another contour inside a hole of a connected
component, it is still put at the top level.

• CV_RETR_TREE retrieves all of the contours and reconstructs a
full hierarchy of nested contours.

The CV_CHAIN_APPROX_SIMPLE is the contour approximation method.
Here there are several possible options which are described according to the
OpenCV docs in the list below.

• CV_CHAIN_APPROX_NONE stores absolutely all the contour
points. That is, any 2 subsequent points (x1,y1) and (x2,y2) of the
contour will be either horizontal, vertical or diagonal neighbors, that
is, max(abs(x1-x2),abs(y2-y1))==1.

• CV_CHAIN_APPROX_SIMPLE compresses horizontal, verti-
cal, and diagonal segments and leaves only their end points. For exam-
ple, an up-right rectangular contour is encoded with 4 points.

• CV_CHAIN_APPROX_TC89_L1,
CV_CHAIN_APPROX_TC89_KCOS applies one of the �a-
vors of the Teh-Chin chain approximation algorithm.

pub l i c void f indContours ( ) {
contour = new CvSeq ( nu l l ) ;
cvFindContours ( grayImage , s torage , contour ,

Loader . s i z e o f (CvContour . c l a s s ) , CV_RETR_EXTERNAL,
CV_CHAIN_APPROX_SIMPLE) ;

}

�ndPoints

Finding points can be done by using a built-in function of javaCV called
cvApproxPoly. This function checks for every contour that has been found
where the points are placed. These points are saved in a built in sequence
called points.
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CvSeq po in t s = cvApproxPoly ( contour ,
Loader . s i z e o f (CvContour . c l a s s ) , s torage ,
CV_POLY_APPROX_DP, cvContourPerimeter ( contour ) ∗ 0 . 02 ,
0) ;

Selecting the RightPoints for the Corners

Deciding when the found contour could be the image of the paper is done by
checking two things. It should have 4 points, and the surface of the contour
should be large enough. The exact size of this surface depends on the quality
and number of pixels of the taken picture.

Once these points have been found, they will be saved in a dataset so
they can be reused later in the project.

Rotation of the image

A �rst reuse of the cornerpoints of the image is to decide whether or not the
image needs to be rotated. To have a clear view on the image, it needs to be
positioned on its most optimal position. This position is as level as possible
with the title on top. To check if an image lies level or not we can make use
of the Pythagoras theorem7.

When taking the two topmost points of the document, we can create a
triangle between the left and right corner and compute the corner between
both. Depending on this corner we can do geometry to put the picture level.

Finding the two topmost corners can be done by checking the y-value of
each of the points. The two highest values are the top corners.

In Figure 4.8 we see that corners a and b are known. If the document
needs to be placed level, we have to rotate the image over a corner of size x.
Determining this corner is done by using the inverse arctangent.

Crop image

The last operation that needs to be done on the image is to crop the document
from the image and if this image is not a square make a square out of it.
The reason for this warping is that sometimes the image is taken from above
or from a side and this results in a trapezium instead of a square. To get
back to this square form, warping is needed. After taking all steps the result
can be seen Figure 4.9. Note that the grey image shown in Figure 4.7 has
only been used to detect the border of the document. The crop has been
performed on the original image.

7http://en.wikipedia.org/wiki/Pythagorean_theorem
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Figure 4.8: Corners needed for Pythagoras

opencv_imgproc . cvWarpPerspective ( grabbedImage ,
imgWarped , homography ,
opencv_imgproc .CV_INTER_LINEAR, CvScalar .ZERO) ;

CvRect r = new CvRect (0 , 0 , ( i n t ) corner2 [ 4 ] ,
( i n t ) corner2 [ 3 ] ) ;

cvSetImageROI ( imgWarped , r ) ;
cropped = cvCreateImage ( cvGetSize ( imgWarped) ,
imgWarped . depth ( ) , imgWarped . nChannels ( ) ) ;

cvCopy ( imgWarped , cropped ) ;

4.2 Identi�cation Paper Documents

4.2.1 Pixel Counting

A way to determine whether a document is the same as another document is
to check the pixelvalue of each pixel on the image. This can help to determine
whether the text on one page is approximately at the same location as the
text on another page. This will give a good indication if it can be concluded
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Figure 4.9: Extracted image

that these papers are, probably, the same. Doing this for every pixel is
rigorous. Therefore, some variables have been added in the code which gives
the possibility to make an average for squares of a given size. This means
that, regardless of the quality and thus number of pixels of a certain image
the average pixelvalue of a square of pixels can be computed.

These pixelvalues are based on how dark the pixel is. A totally black pixel
gets value 0 and a completely white pixel has a value of 255. The returned
average pixelvalue of a square is saved in a matrix and written to a �le. By
comparing all previously seen papers their matrices with the current one, we
can determine how large the di�erence is between both papers and whether
they are the same.

To optimise the program, the size of each square can be chosen in a way
that is optimal to compare. The goal is a good balance between no too small
and no too large squares. Squares that are too small can result in a lot of
computational work. In addition, there is a signi�cant chance that equal
documents are placed 1-2 pixels more up or down which can result in a fail.
On the other hand, too large squares could ignore the di�erence between
papers that look very similar but are di�erent such as research papers. This
means that if the general layout of two papers is similar but they are in fact
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Figure 4.10: Are these two documents equal?

not equal, we need squares which are small enough to see this di�erence.
To count the pixelvalues of squares of a document, an image and the

size of the squares is needed. For every left-topmost corner of a square the
function getAverage() is called. This function computes the average of a
square of size scale x scale starting from the left-topmost corner. This average
is then saved in a variable called average, used for the average of the entire
page and saved in the matrix called screen. This is the matrix that will be
saved for later reference. The count() method is given below.

pub l i c i n t [ ] [ ] Count ( IplImage img , i n t s ca l e , i n t t reshho ld , boolean save )
throws IOException {

i n t width = img . width ( ) ;
i n t he ight = img . he ight ( ) ;
i n t sca l edwidth = width / s c a l e + 1 ;
i n t s c a l edhe i gh t = he ight / s c a l e + 1 ;
i n t [ ] [ ] s c r e en = new in t [ s c a l edhe i gh t ] [ s ca l edwidth ] ;
f o r ( i n t a = 0 ; a < s ca l edhe i gh t ; a++) {
f o r ( i n t b = 0 ; b < sca ledwidth ; b++) {
i n t avg = getAverage (a , b , s ca l e , img ) ;
average = average + avg ;
s c r e en [ a ] [ b ] = avg ;

}
}

average = average / ( sca l edwidth ∗ s c a l edhe i gh t ) ;
i f ( save )
saveToFi le ( screen , s ca l edhe i ght , s ca l edwidth ) ;

r e turn sc r e en ;
}

In order to optimise the comparison of two papers we can ignore the
borders of the matrix. There is always the chance that a certain image
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contains a small black edge due to the taking of the picture and the operations
done to crop the image to the size of the document. This is why in the
compare() function shown below, the for-loops start from 2 in stead of 0.

To compare the equality of two images, the di�erences between the ma-
trices need to be checked. First we �t the size of the matrices to the smaller
one. To do so, a loop is needed to traverse both matrices simultaneously
and every entry of one matrix has to be compared with the value of the
corresponding matrix on the same place. It can be said that two squares are
equal whenever their average pixelvalue does not di�er more than 10. This
parameter can be changed depending on how good the quality of the image
is. The current parameter of 10 has been chosen after trial and error.

pub l i c s t a t i c boolean compare ( i n t [ ] [ ] o ld sc reen , i n t [ ] [ ] s c r e en ) {
i n t n = 0 ;
i n t c = 0 ;
i n t width = Math . min ( o ld s c r e en [ 0 ] . length , s c r e en [ 0 ] . l ength ) ;
i n t he ight = Math . min ( o ld s c r e en . length , s c r e en . l ength ) ;
f o r ( i n t i = 2 ; i < he ight ; i++)
f o r ( i n t j = 2 ; j < width ; j++) {
c = c + 1 ;
i f (Math . abs ( o l d s c r e en [ i ] [ j ] − s c r e en [ i ] [ j ] ) > 10)
n = n + 1 ;

}
i f (n < tre shho ld ) {
System . out . p r i n t l n ( "Pixe lCounter  Match ! " ) ;
r e turn true ;

} e l s e
re turn f a l s e ;

}

The above piece of code will compare the number of mismatches (di�er-
ence > 10) with a prede�ned threshold. This threshold states how many
mismatches between squares is allowed in order to match two identical doc-
uments.

Before creating the matrices, the values of pixels below a certain threshold
can be set to 0 and values above this threshold set to 255, which makes the
di�erence between black and white even more clear. This can help to show
the di�erence between papers, but removes a part of the detail of the check.

When in future work the reverse operation should be needed there is a
possibility to reverse engineer this system. When using the matrix of a paper
to recreate the layout of the paper by using the same system as above and
create a black square of size scale x scale for every entry of the matrix below
a threshold and a white one for an entry below the threshold we get the result
that can be seen in Figure 4.11.
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Figure 4.11: Contours of the image

4.3 OCR for Extracting Metadata

4.3.1 Using OCR

Based on the image received from the picture containing the paper, Optical
Character Recognition (OCR) can be performed. Before doing OCR on an
image this image needs to ful�ll a certain level of quality.

The OCR is done using Tesseract8. Tesseract is an open source OCR
engine which is claimed to be the most accurate available. Combined with
the Leptonica Image Processing Library9, it can read a wide variety of image
formats and convert them to text in over sixty languages.

Tesseract's main developer Ray Smith has released it under the Apache
License 2.010 and most of the work was sponsored by Google. It works on
all 3 main operating systems, Windows, Linux and Mac OSX. It can also be
compiled to other platforms including Android and iOS.

In this project, the command line interface is called from within the Java

8https://code.google.com/p/tesseract-ocr/
9http://leptonica.com/
10http://www.apache.org/licenses/LICENSE-2.0.html
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project. The input is an image as can be seen in Figure 4.12. The resulting
text �le out.txt contains the title of the paper which instantly is reused to
name the paper. Based on the name returned by the OCR, we can save the
matrix created by the pixelcounting and give it a meaningful name.

Figure 4.12: Cropped title

Because OCR sometimes sees spaces where there are none, all spaces are
deleted from the title before it gets saved. This brings as a downside that
also useful spaces have been deleted. In future work it be changed to only
delete series of spaces. Whenever the OCR fails and returns no useful name,
the matrix is stored using a randomly generated number.

4.3.2 Levenshtein Distance

Using OCR to decide whether or not a title has previously been seen or not is
not as easy as just comparing both strings. Because OCR is not exact, titles
which are nearly equal need to be accepted as equal. To decide whether a
title is equal to another the Levenshtein distance between the two strings will
be computed. The Levenshtein distance between two words is the minimum
amount of single-character edits (i.e. insertions, deletions or substitutions)
that are needed to change one string into the other. It is named after Vladimir
Levenshtein, who considered this distance in 1965.

To compute the Levenshtein distance between "kitten" and "sitting" the
following actions are taken.

1. kitten → sittten (substitution of "s" for "k")

2. siten → sittin (substitution of "i" for "e")

3. sittin → sitting (insertion of "g" at the end)

The formal de�nition of the Levenshtein distance is as following The
Levenshtein distance between two string a, b is given by
leva,b(|a|, |b|) where

leva,b(i , j) =


max(i , j) i f min(i,j)= 0

min


leva,b(i − 1, j) + 1
leva,b(i , j − 1) + 1
leva,b(i − 1, j − 1) + 1(ai 6=bi )

otherwise.
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The Levenshtein distance has several simple upper and lower bounds.
These include:

• It is always at least the di�erence of the sizes of the two strings

• It is at most the length of the longer string

• It is zero if and only if the strings are equal

• If the strings are the same size, the Hamming distance is an upper
bound on the Levenshtein distance

• The Levenshtein distance between two strings is no greater than the
sum of their Levenshtein distances from a third string.

To compute the Levenshtein distance in Java the following code can be
used. Note that the minimum(int, int, int) function is just a function that
combines the Math.min(int, int) two times.

pub l i c s t a t i c i n t computeLevenshteinDistance ( S t r ing st r1 , S t r ing s t r 2 ) {
i n t [ ] [ ] d i s t anc e = new in t [ s t r 1 . l ength ( ) + 1 ] [ s t r 2 . l ength ( ) + 1 ] ;
f o r ( i n t i = 0 ; i <= s t r 1 . l ength ( ) ; i++)
d i s t ance [ i ] [ 0 ] = i ;

f o r ( i n t j = 1 ; j <= s t r 2 . l ength ( ) ; j++)
d i s t ance [ 0 ] [ j ] = j ;

f o r ( i n t i = 1 ; i <= s t r 1 . l ength ( ) ; i++)
f o r ( i n t j = 1 ; j <= s t r 2 . l ength ( ) ; j++)
d i s t anc e [ i ] [ j ] = minimum(
d i s t ance [ i − 1 ] [ j ] + 1 ,
d i s t ance [ i ] [ j − 1 ] + 1 ,
d i s t ance [ i − 1 ] [ j − 1 ]
+ ( ( s t r 1 . charAt ( i − 1) == s t r 2 . charAt ( j − 1) ) ? 0 : 1) ) ;

r e turn d i s t anc e [ s t r 1 . l ength ( ) ] [ s t r 2 . l ength ( ) ] ;
}

Based on the Levenshtein distance between two strings, a fair assumption
can be made whether or not two strings are equal. After testing several
boundaries, a fair boundary to say that two strings are equal is when their
Levenshtein distance is smaller than 10. In future work this parameter could
be changed according to the length of the title.

The combination of the pixel counter and the OCR done on the title can
give a good idea whether or not two papers are equal. When both the OCR
and the pixel values indicate that they are equal they are seen as equal.
When only the pixel values seem to match the user gets both titles returned
by the OCR presented stating that this could be a possible match. It is up
to the user to decide if these two documents match or not. The same is
done when only the OCR seems to �nd a match. When this happens both
titles of the documents are shown and it is up to the user to decide if these
documents are equal or not. In addition, accepting two titles as equal using
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the Levenshtein distance can result in two titles that di�er a bit to be seen
as equal. If these two strings are not equal both strings are displayed on the
screen and it is up to the user to decide which of the strings will be kept as
a title of the �le.

4.4 Automating the Tracking

To start identifying and recognising a paper document an incentive is needed
when a new picture needs to be made. This incentive should be given when-
ever a paper is removed or is added to the pile of papers which are on the
desk. In order to fully automate this process a trigger should be in place
that activates the recognition program whenever it sees movement over the
piles of paper. To capture this movement a Microsoft Kinect, illustrated in
Figure 4.13, will be used. The Kinect is best at tracking moving persons.
Therefore, the recognition program will be triggered whenever the Kinect
sees movement of hands in the area of the pile of paper.

Figure 4.13: Microsoft Kinect for Windows

4.4.1 3Gear

The original Kinect software and algorithms work best when used to track
full body actions for users that are several meters away from the sensor.
Nevertheless, they lack accuracy for hand tracking from a short distance and
when the full body is not visible. Therefore, we investigated other exist-
ing solutions. The most promising is 3Gear. 3Gear11 is a company which

11http://www.threegear.com/
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provides an API making use of 3D cameras like the Kinect to track hand
movements.

Because in the scope of this project movements on a desk need to be
tracked, 3Gear will be used which provides millimetre-level accuracy of the
user's hands by using a camera mounted about 80cm above the desk. 3Gear
works best when the user is seated at a desk and the cameras are looking
down at the user's hands. This con�guration allows the user to keep their
hands rested on the keyboard and make small movements just above the
keyboard.

3Gear's protocol is open and the APIs are available in C++, C# and
Java with Python in development. To be able to use 3Gear the user needs a
license which is free for personal use and academics but for larger commercial
entities a fee is asked.

The 3Gear API is still in development and still has some limitations. The
system currently tracks some poses better than others because it relies on a
database of poses to track a user's hands. Poses outside the database may
be tracked poorly.

The hand-tracking server uses a simple network protocol to communicate
with the user's applications over a socket. The advantage of this implemen-
tation is that it opens the opportunity to write applications in any chosen
language. To connect to the server the HandTrackingC l ient starts its own
thread waiting for new messages. If messages are received (e.g. pressed,
dragged, released, moved) they are passed to registered callbacks that im-
plement the HandTrackingListener interface. Each message contains the
position and orientation of both hands. Before usage the user needs to setup
the camera using a checkerboard pattern. This is used to calibrate the coor-
dinate space. For a standard camera setup, the x-axis points right, the y-axis
points up and the z-axis points towards the user. Units are in millimetres and
the origin is at the center of the checkerboard. Before being able to create
an application the server (nimble_server.bat) has to be running to follow the
hands and sent the messages to the running applications. A simple example
can be found in the "Echo" program shown below:
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package com . th r e egea r . apps . demos ;
import java . i o . IOException ;
import com . th r e egea r . g l o v e l e s s . network . ∗ ;
pub l i c c l a s s Echo {

pub l i c s t a t i c void main ( S t r ing [ ] a rgs ) throws IOException {
HandTrackingClient c l i e n t = new HandTrackingClient ( ) ;
c l i e n t . addLis tener (new HandTrackingAdapter ( ) {

@Override
pub l i c void handleEvent ( HandTrackingMessage baseMessage ) {

i f ( baseMessage i n s t an c e o f PinchMessage ) {
PinchMessage message = ( PinchMessage ) baseMessage ;
System . out . p r i n t f ( "Received  event  %s f o r  hand %s at  po s i t i o n  %s\n"

,
message . getType ( ) ,
message . getHand ( ) ,
message . getHandState ( message . getHand ( ) . id ( ) ) . g e tPo s i t i on ( ) ) ;

}
}

}) ;
c l i e n t . connect ( ) ;

}
}

This example reports every PinchMessage made by the hands and reports
which hand was used at what position. PinchMessages are messages when
two �ngers of one hand are pressed against each other. Pinch Messages
are always a single hand at a time. That is, if the user pinches left and
right simultaneously, you will still get two separate PRESS messages (one
for the right and one for the left hand). As a result, there is less lag for
pinch messages (which can be reported as soon as they happen) than for the
"higher-level" BimanualPinchMessage messages.

For this application it is needed to track whenever hands are being moved
above the piles. Because making a picture when the hand is still present
above the piles would result in images containing more hand than document,
we want to wait until the hand is removed. Once a hand is spotted the
application notes that a hand is present and will wait until the hand is
removed. Therefore, it is needed to �lter out all messages containing a hand.
Once none of these messages are received the application can assume the
hand has been removed.

The API starts its own thread and is in fact constantly polling if there is
an action. This is o� course not what is needed, the exact opposite of this is
needed. To solve this problem a boolean is kept saying if a hand is currently
present or not.

There is a constant stream of messages coming from the server, but only
the real PinchMessages indicate the presence of a hand. The solution used
is that every time a PinchMessage is spotted we check if a hand was already
present or not. Every time a PinchMessage is received we set a variable with
the current time. When we spot another message than a PinchMessage, of
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which there is a constant stream, and more than 1 second has passed since
the last PinchMessage we can conclude that the hand has been removed from
the �eld and the paper recognizer should be called.

A complete overview of the control �ow to identify a document can be
seen in Figure 4.14.

Figure 4.14: Control �ow identi�cation single document

The control �ow to �nd a match for a document is shown in Figure 4.15.

4.5 Tracking Paper Documents in Piles

On an average desk multiple piles with documents are placed. Tracking
multiple piles result in the need to keep track of these piles. To keep track of
these, there has been made use of an altered implementation of a stack. The
paper laying on top of a pile is the top of the stack. Whenever movement
is spotted, new images are made of all the piles present. This because a
document could be moved from one pile to another, resulting in the need to
track all of them every time a movement is spotted. When the top of the
pile is di�erent than it was in the previous state, the actions that led to this
change need to be discovered. When looking at one pile that has a di�erent
top than it had before there are only two possible ways this chance could
have happened. Either one or more papers have been removed from the pile
or a new paper is added to the pile.

To discover whether papers have been removed from the pile, it is needed
to check if the paper currently on top is present in our pile already. When
this paper is present in the pile, all papers that were laying on top of this
paper have to be removed from the stack.
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Figure 4.15: Control �ow �nding matches for documents

If the paper on top of the pile is not present in the pile as it was known,
it is a new paper that has been added to the top of the pile. This simply
translates in a push on the underlying stack.



5
Evaluation

To check the performance of the presented system, an evaluation has been
done. There are three facets to be tested. First, how good does the pixel-
counting work to identify documents. Second, how good does the Opitcal
Character Recognition work to identify documents and last but not least how
good the combination of both approaches works to identify documents.

The evaluation cannot give a general view on how good the software
accuracy is in all settings. We have implemented three variables which can
improve the accuracy of the system for a speci�c setting. The OCR threshold,
the matrix dimensions and the error threshold depend on the environmental
properties which can in�uence the image such as light density. Considering
the OCR, there was a threshold set of 10 characters that are allowed to di�er.
In normal circumstances, the title of an academic paper is a lot longer than
10 characters. The fact that OCR sometimes sees things it does not see other
times, for example, sometimes it sees the name of the author and adds this
to the title, makes it useful the put this threshold rather high.

Evaluating pixelcounting is a entire di�erent matter. Here, it is the goal
to �nd squares which are large enough to ignore the fact that a document
is sometimes placed a few pixels more up or down or left or right. At the
same time, squares have to be small enough to be able to spot the di�erence
between papers with a similar layout. Tests have been done with the size of
the squares set on 50x50 pixels and a threshold of 25 mistakes. An image,
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with the current setup, contains approximately 1300 * 1900 pixels, this means
that we have 26x38 or nearly 1000 squares. Allowing only 25 mistakes to have
a match is to re�ne the application. Using this setup, the system recognised
about 55% of the papers as seen before using both OCR and pixelcounting.
Research, mainly based upon trial and error, showed that using squares of
25x25 pixels and an error threshold of 500 errors gives a decent result. Having
squares of size 25x25 pixels results in having nearly 4000 squares. This means
that a maximum of 1 out of 8 squares may di�er before it is no longer seen
as a match.

For the evaluation, 20 reserch papers with a very similar layout were
entered in the system by placing them on the desk under the camera. Images
of the �rst pages of these papers can be found in Appendix A. During the
identi�cation of the papers it showed that three papers were used of which
the title could not be recognised by OCR. This could be because the title
was too small, unreadable or did not stand where the system expected it to
stand. After putting all papers in the system it was tested how many of the
papers were correctly recognised.

In the recognition of the papers, there are 5 possible results that can
emerge. First, a match can be found. This means that both, the OCR and
the pixelcounting, have agreed they have seen the paper before. Besides this
it could happen that only the OCR or the pixelcounting have a match on the
paper. A fourth option is that no match has been found, not by using OCR,
nor by using pixelcounting. A last possibility is that not one, but multiple, or
wrong matches have been found, so called false positives. False positives are
more likely to emerge based upon pixelcounting than OCR. Titles of papers
will mostly di�er substantially, while the layout of papers can be very equal.

Matching method Number of matches
Match 9
OCR match only 4
Pixelcounter match only 5
No match 2
False positives 0

Table 5.1: Results

Using this setup and based on these results it can be concluded that the
system gets an accuracy rate of 90%, as illustrated in Table 5.1. If only OCR
would have been used this would be 65% and when the three papers on which
OCR was impossible would have been ignored this would climb to 76%. If
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only pixelcouting would have been used this would result in an accuracy of
70%.

It can be concluded that with an accuracy of approximately 90% the sys-
tem can compete with most other document recognition systems and proves
itself a worthy alternative for systems that make use of tags, RFID or bar-
codes.



48



6
Conclusion and Future Work

The goal of this project was to create a rapid prototyping framework to iden-
tify paper documents that are being placed upon a desk. The identi�cation
of these documents could be done in multiple ways. Nevertheless the pre-
sented project aimed to not make use of tags or the digital version of the
paper document.

Research has been done to identify documents using marked pages. Even
though this research was promising and multiple ways of tracking these mark-
ers were considered, the overhead this brought along was a thorny issue. The
fact that every document should come accompanied with a unique marker
which can not be reused on another paper and the trouble it would give
to place a marker upon documents, results in the choice to try and �nd a
markerless way to identify a document.

OCR has been considered as a way to uniquely identify documents. Due
to the fact that this software does not work optimal at the moment, the
fact that titles of documents are written in di�erent places and sizes and
the lack of reading handwriting made OCR not an optimal choice to identify
a document. OCR is currently being used as a second way to track the
equality of documents and to extract metadata. On every document OCR is
applied and when the OCR gives a reasonable result, we will take this into
consideration.

After an investigation of related work, we can conclude that the best way
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to identify a document without any overhead is to make a representation of
this image in a digital way. To have a clear representation of the document,
the document needs to be extracted from the picture made of the desk where
it is placed upon. The extraction of this image has been done by using the
OpenCV library based on the contrast between the image and the background
of the image.

Storing the image of the document could have been a decent solution but
if one would want to compare two images we need to check pixel per pixel
what the pixelvalue. The combination between having to store an entire
image and the need to extract the pixelvalue of every image every time a
new image gets added led to the conclusion that it would be better to store
these pixelvalues in stead of the image. Even more these pixelvalues could
be crunched together an average of a square of pixels, keeping the size of the
storage to a minimum.

To be able to do decent pixel analysis on the images these images need to
be pretty alike. This means that when the document the �rst time is placed
in a di�erent angle than the second time this need to be taken into account.
This results in a check to see in what angle the page is placed so we can
rotate the image till it lies straight.

Momentarily the checks done to identify the papers are a combination
between OCR and pixel counting. A useful addition to the project would be
to integrate extra ways of identifying the paper. Especially for handwritten
pieces of paper.

In this we check version for every document the grid of pixelvalues of
every document with every grid of all documents ever seen. Research could
be done to check if using the average pixelvalue of a page could be a good
indication if it's needed to start comparing the entire grid. The idea behind
this is that a page which has nearly no text on it will have a lower average
pixelvalue than a page �lled with text. Even though, this could make the
program less computational heavy in this day and age the di�erence between
checking 2 numbers en checking 2000 is nearly neglectable. Certainly, if the
chances are there that a user mostly uses similar sheets of paper, resulting
in the need to check the entire grid anyway.

Using the layout of a page could introduce a better way identify docu-
ments. When the application can decide whether it is looking at a picture, a
table, a white space or text it could make adaptive sizes of the squares in the
matrix. When a picture is seen the squares can made quite big, because not
a lot of detail is needed, but when a table is seen one can make these squares
small enough so the application can even recognize the content of the table.

This project only takes part on the larger picture of linking the phys-
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ical document to a digital variant. Research is being done about how to
track documents the other way around. Here, the user takes a look on their
computer to which document the user wants to read, select this document
and get a hint where the document is. This could be done by lighting up
a LED in the folder they are kept in. This makes it easy for a user to �nd
the psychical representation of a document. But before one can start using
this way, we still need to track what paper is stored in which folder. This
is where this project comes to aid. We can keep track of piles and folders.
This brings us one step closer to integrating the physical desk with its digital
representation.

In the related work we have discussed the use of RFID tags to track
documents. The big advantage of this is that it does not need a line of
sight with the reader and can be tracked easily even placed in a bookcase.
The downside of the use of RFID is that we need a digital counterpart of
this document to know what this document is about, or what it contains.
Research can be done to combine both the use of RFID and this project to
have a fast digital representation of the document that could be tracked with
RFID. This lies beyond the scope of this project because the need for RFID
tags and readers would surpass the goals of keeping it cheap, fast, easy and
easy to rebuilt at home.

In general is this application only a building block to the O�ce of the
Future. It provides with a rapid prototype to identify documents. This
has been done by using the pixelvalues of the document and by performing
OCR on the title. Next, a digital representation of stacks on the desk has
been implemented which makes use of the identi�cation of the documents
to automatically update the digital stack. These updates happen whenever
movement above the stacks has been detected.
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Personal information management (PIM) systems are in- 
formation systems developed by individuals for use in a 
work environment. Seven managers were interviewed to 
observe how their electronic documents were organized, 
stored, and retrieved. The purpose of the study was to in- 
vestigate classification behavior both to identify the fea- 
tures of a PIM system and to suggest whether the factors 
which influence classification decisions in an electronic 
environment were consistent with the factors that Kwasnik 
observed for physical documents in an office. It is sug- 
gested that these behaviors may be influenced by the 
hardware and software environment and may impact per- 
sonal as well as organizational efficiency. 

Introduction 

A personal information management system (PIM) is 
an information system developed by or created for an 
individual for personal use in a work environment. It in- 
cludes a person’s methods and rules for acquiring the in- 
formation which becomes part of the system, the mech- 
anisms for organizing and storing the information, the 
rules and procedures for maintaining the system, the 
mechanisms for retrieval, and the procedures for produc- 
ing the various outputs required. Interest in PIM systems 
has advanced as a result of the rapid proliferation of mi- 
crocomputers in the 1980s. A variety of personal infor- 
mation management software and hardware, such as 
notebook computers and pen-based input devices, have 
been developed to support individuals and the way they 
work. The industry’s efforts have concentrated on mak- 
ing systems easier to learn and easier to use, responding 
to market demand for such features as graphical inter- 
faces and multitasking environments. 

Research into how people work and how they use sys- 
tems is limited, but the studies which have been done are 
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revealing and useful. It has been demonstrated that users 
frequently employ satisficing strategies when using sys- 
tems, concentrating more on accomplishing job-related 
tasks than on learning to become more proficient with 
the system itself (Carroll, 1987). Furthermore, it is gen- 
erally accepted that users will use what is convenient and 
readily accessible to them rather than attempt to find 
other sources which may be more appropriate but are 
not so easily obtained (Marchionini, in press). Work is a 
highly situational, context-based process which requires 
the accomplishment of tasks within the constraints ofthe 
working environment. The classification of work prod- 
ucts and processes rarely fit neatly into document-spe- 
cific categories such as subject and form which are com- 
mon to many information storage and retrieval systems. 
Subject and form are important, but other factors such 
as frequency and date of last use, relative importance to 
a task, and the amount of cognitive energy required to 
assign a category must be considered when classifying, 
organizing, and retrieving information from an individ- 
ual’s personal environment. 

Software to support PIM systems must be flexible and 
adaptable to the task needs and personal idiosyncracies 
of the individuals who use them. To be useful to the in- 
dividual, the software should help the user to integrate 
the processes of selecting, organizing, storing, maintain- 
ing, and retrieving information. It should be flexible 
enough to support the way the individual works while 
allowing transformation of information into formats and 
schemas that can be used by others. Although software 
environments in many places have far to go to achieve 
this, systems are far better and more flexible than ever 
before. Consequently, individuals develop unique ways 
of using software and of organizing and managing infor- 
mation within their workspaces that are highly personal- 
ized. These “personalized” tasks and strategies within a 
standardized business computing environment are what 
is described here as a PIM system. 

The context in which a document is acquired or cre- 
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Abstract 
Personal digital document management describes 

the activities performed by an individual in creating, 

acquiring, organizing and maintaining collections of 

their documents. The abundance of digital information 

that knowledge workers today must manage means that 

providing useful and usable tools to organize and 

handle this complexity is more important than ever.  In 

order to better understand the differing approaches 

people take to document management, a study was 

conducted involving a combination of in-depth 

interviews and a survey.  Qualitative analysis of the 

data from the interviews and quantitative analysis of 

the data from 72 survey participants were used 

together to develop a description of three major 

approaches to personal document management: a 

piling strategy, a filing strategy and a structuring 

strategy. Understanding of these three strategies can 

be used to inform the development of better tools to 

support document management.  

 

 

1. Introduction  

 
There are many individuals for whom information 

processing (especially digital information) is now a 

significant part of their jobs.  Peter Drucker coined the 

term „knowledge workers‟ in 1959 to describe this 

group of people [9].  For these people, information is 

no longer a scarce resource; information exists in 

abundance and human time and attention has now 

become the scarce resource [24].  Information overload 

is now a recognized problem as people struggle to 

manage the increasing quantities of information they 

need to deal with on a daily basis [11]. 

Even as these knowledge workers use the growing 

range of data processing tools and visualisation 

software to manage the avalanche of data, there is 

another overload creeping up on them.  A morass of 

reports, memos, articles, notes, presentations, graphics, 

contacts, web URLs, emails, tasks and appointments 

has slowly but surely been accumulating on their 

computer.  While finding information in databases and 

on the web is becoming easier, finding information 

located on their own hard drive is becoming more and 

more difficult. 

Most people store their information in the 

hierarchical file system provided by their computer‟s 

operating system, and manage their documents through 

a hierarchical file browser such as Windows Explorer 

[12] .  These file browsers were originally intended to 

allow a systems administrator to manage files on a 

computer (at a time when there were generally only a 

few hundred files).  Additionally, when these were 

developed, computers were not used by the general 

public, but by highly trained technicians with a 

thorough understanding of computer technology. The 

basic paradigm of the tool has not changed in the 

decades since its introduction, although the user 

interface to it significantly improved with the 

widespread introduction of graphical user interfaces 

such as those commonly used in the Macintosh and 

Windows operating systems.  Despite these 

improvements, the user interfaces of these systems 

were not designed for modern document management 

tasks. 

Managing documents is a challenge for 

organizations, groups and individuals.  At the 

individual level, personal document management is 

term used for the set of activities involved in managing 

a collection of digital documents.  The process of 

document management incorporates the 

creation/acquisition, retrieval, organizing and 

maintenance activities described above, provided they 

are performed by the document owner.  Personal 

document management is an activity that is performed 

intermittently, embedded in the daily life of users.  

Because it is so pervasive, small improvements in 

document management efficiency and effectiveness 

can scale up to large overall productivity gains. 

A basic principle of user interface design is that the 

design of a tool should be thoroughly grounded in an 

understanding of how the users work, what tasks they 

perform and how those tasks are carried out.  However, 

with personal document management, very little 

research has been done into how people are managing 

their documents and what the requirements are for 
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Abstract 
 

Personal information management (PIM) covers a large area of research fragmented 

into separate sub-areas such as file management, web bookmark organization, and 

email management. Consequently, it is hard to obtain a unified view of the various 

approaches to PIM developed in these different sub-areas. In this article, we synthesize 

and classify existing research on PIM based on the approach used to organize 

information items. We classify the organizational structures into five categories: 

hierarchical, flat, linear, spatial, and network. We discuss the strengths and weaknesses 

of each structure along with examples showing how to deal with the weaknesses. 

Finally, we provide design recommendations and a framework for researchers to 

experiment with various ideas for developing novel PIM tools. 

 

 

1. Introduction 
 

Personal information management (PIM) refers to users’ activities in acquiring, 

organizing, retrieving, and processing information in their personal information spaces 

(Teevan et al., 2006). As part of their daily activities, users create new documents, 

receive and send email messages, manage appointments and to-do lists, and retrieve 

information from personal collections and other resources. With the declining prices of 

mass storage devices, users can store a lot of information items in their collections, 

eventually exceeding their capacity to manage the items effectively. As a result, they 

often have difficulties in organizing their collections, in finding needed information, 

and in using information to achieve their objectives (Bellotti et al., 2005; Malone, 

1983; Ravasio et al., 2004). Such difficulties decrease productivity, as users have to 

spend a lot of time managing information items instead of processing and using the 

information to accomplish their tasks. Since PIM is integral to the everyday lives of 

many people, improvement in the design of PIM tools will have significant impact on 

human-computer interaction. 

Personal information in this context does not necessarily refer to information about 

users, such as their names, addresses, marital status, and occupations. Instead, it refers 

to information owned or managed by individual users, for example, spreadsheets, email 

messages, contact lists, calendar entries, to-do lists, and web bookmarks. Personal 

information, however, is not limited to digital items only, but also includes tangible 

items such as books and magazines. In this article, we will refer to such personal 

information as information items or documents interchangeably. 

PIM research usually focuses on a specific subject, such as email management, web 

bookmark management, or file management. Since the research is fragmented, it is hard 

to see the underlying principles of the existing approaches to PIM. In response to this 

problem, we provide a unified view of approaches to PIM based on their organizational 
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People can organize information items by placing them into folders or by tagging them with labels. Over the years there 
has been considerable discussion on the relative merits of folders vs. labels. But there is relatively little empirical data 
directly comparing people’s experiences with each model of organization on comparable sets of information.. We 
compared participants’ experiences organizing information with both folders and labels over time. Results indicate that 
each model has its strengths and weaknesses when assessed with respect to basic activities of personal information 
management (PIM) such as keeping, organizing and re-finding. Results afford a deeper, more detailed understanding of 
each model in practice. This understanding is achieved by engaging participants in an active, “hands-on” comparison of 
models over a period of time. Study results point to syntheses in tool support for organizing information that might 
combine strengths of folders and labels while avoiding the inadvertent introduction of weaknesses from these models. 
 
INTRODUCTION 
 
Folders have long been the primary method for organizing personal information of various forms, ranging from paper and 
electronic documents to email messages and web references. But support for and interest in an alternate tagging model of 
information organization continues to increase. Are tags a passing fancy or are tags poised to supplant folders as the 
dominant means of organizing personal information? Alternatively, perhaps tags and folders will coexist. But, if so, how? 
In a “best of both worlds” combination, or in perpetual conflict?  
 
These are important but, as yet, largely unstudied questions. Studies have explored the use of folders (or “directories”) for 
web references (Abrams et al., 1998), email messages (Whittaker & Sidner, 1996; Bälter, 1997), and paper-based and 
electronic documents (Malone, 1983; Kwasnik, 1991; Barreau & Nardi, 1995). More recent studies compare the use of 
folders across document, email, and web bookmark organizations (Boardman & Sasse, 2004; Jones et al., 2005; Bergman 
et al., 2006). Other studies have explored the use of tags, particularly in web-based situations where people can benefit 
from the tagging efforts of others (Golder & Huberman, 2006; Kipp & Campbell, 2006; Ames & Naaman, 2007). However, 
Pak et al. (2007) note that while “there is much enthusiasm about the purported benefits of tagging compared to more 
traditional ways of organizing information … this has not been supported by empirical evidence showing usability or 
performance benefits compared to traditional methods of information organization”(p.5). 
 
Pak et al.’s own pioneering comparisons of tagging vs. taxonomical systems for the organization of information yielded 
mixed results. In Experiment 1, which involved the organization of paper photographs, participants either “tagged” 
photographs by writing an unlimited number of keywords onto a Post-it note that was affixed to the photograph (tagging 
condition), or they organized photographs hierarchically through a combined use of Post-it notes and paper folders 
(taxonomic condition). Participants in the tagging condition organized photographs faster than participants in the 
taxonomic condition, even though they reported experiencing greater frustration. However, in Experiment 2, which 
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Traditionally users access their personal files mainly by using folder navigation. We evaluate
whether recent improvements in desktop search have changed this fundamental aspect of Per-
sonal Information Management (PIM). We tested this in two studies using the same questionnaire:
(a) The Windows Study—a longitudinal comparison of Google Desktop and Windows XP Search
Companion, and (b) The Mac Study—a large scale comparison of Mac Spotlight and Sherlock.
There were few effects for improved search. First, regardless of search engine, there was a strong
navigation preference: on average, users estimated that they used navigation for 56–68% of file re-
trieval events but searched for only 4–15% of events. Second, the effect of improving the quality of
the search engine on search usage was limited and inconsistent. Third, search was used mainly as
a last resort when users could not remember file location. Finally, there was no evidence that using
improved desktop search engines leads people to change their filing habits to become less reliant
on hierarchical file organization. We conclude by offering theoretical explanations for navigation
preference, relating to differences between PIM and Internet retrieval, and suggest alternative
design directions for PIM systems.
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Abstract 
 
This paper reports research aimed at improving cross-tool support for personal information 
management (PIM). We present results from a study in which we investigated how users manage 
three collections of personal information: documents, email and web bookmarks. These findings 
have motivated the design of a software prototype that allows users to mirror folder structures 
between various PIM tools. We discuss the results of an initial evaluation that suggest that this 
approach may offers benefits to many users including improved control and consistency. 
 
 
1 Introduction 
 
Personal Information Management (PIM) describes the everyday process carried out by an 
individual as he or she gathers, handles and organizes information (Lansdale, 1988). In both the 
physical and digital domains, PIM is a pervasive ongoing activity. In the physical world, the 
accumulation of information resources, typically in the form of various types of paper-based 
documents, is a familiar feature of our personal environments, both at work and at home.  In 
addition, the explosive growth in personal computing over the past two decades means that 
individuals are now able to maintain collections of digital information. Today's computers allow 
users to collect and manage a diverse range of information resource, such as document files, email 
messages, to-do items, contacts, and web bookmarks. However, there is much evidence that PIM 
is poorly supported by current technology, and that many users struggle to manage the information 
that they accumulate over time. Studies of PIM have highlighted the problems users encounter and 
the limitations of the organizational support offered by tools, typically based on the traditional 
hierarchy (Lansdale, 1988). Whittaker et al. (2000) highlight the general lack of progress within 
HCI towards improving tool support for PIM and other fundamental computer-based activities. 
 
2 Our Cross-tool Perspective on Personal Information Management 
 
Our research focuses on the problems that result from the distribution of digital PIM across a 
range of distinct tools, such as the file system and email. As a result of this distribution, those 
users who choose to manage multiple types of information must do so in parallel. We argue that 
many of the most pressing PIM-related problems encountered by users are not due to the design of 
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Finding and Reminding 
File Organization from the Desktop 
Deborah Barreau and Bonnie A. Nardi 

This paper summarizes and synthesizes two independent studies of 
the ways users organize and flnd files on their computers. The first 
study (Barreau 1995) investigated inJbrmation organization 
practices among users of DOS, W~ndows and 0S/2. The second 
study (Nardi, Anderson and Erickson 1995), examined the find- 
ing and filing practices of Macintosh users. There were more simi- 
larities in the two studies than differences. UJers in both studies (1) 
pre~rred location-based finding because of its crucial reminding 
function; (2) avoided elaborate filing schemes; (3) archived rela- 
tively little ins~rmation; and (4) worked with three ~ypes of ins~r- 
marion: ephemeral, working and archived. A main di~rence 
between the study populations was that the Macintosh users used 
subdirectories to organize infbrmation and the DOS users did not. 

Introduction 

Though personal computers have become increasingly impor- 
tant in the workplace for the last fifteen years, studies of file 
organization in offices have focused on the organization and 
use of paper documents (Cole 1982; Malone 1983; Suchman 
and Wynn 1984; Lansdale 1988; Blomberg et al. 1994). What 
about electronic files? The authors of this report became inter- 
ested in electronic filing practices at almost the same time, and 
each conducted her own independent study, unbeknownst to 
the other. Nardi discovered Barreau's work (mentioned in the 
SIGCHI Bulletin, October 1994) after she had completed her 
study. She contacted Barreau and suggested a collaboration. 
The differences in the two study populations presented a tan- 
talizing opportunity for a comparative analysis: Barreau stud- 
ied a mixed group of primarily DOS/Windows users who were 
not computer experts (Barreau 1995) and Nardi studied Mac- 
intosh users with considerable computer experience (Nardi, 
Anderson and Erickson 1995). This reports presents our anal- 

ysis of the similarities and differences in filing practices across 
the two user populations. 

But why should we be interested in electronic filing and finding 
practices? The first reason is that filing and finding are such 
basic aspects of working with computers that while we scarcely 
notice their existence - hence the lack of research - every com- 
puter user spends time and effort in filing and finding every 
time the computer is used. As designers we should be con- 
cerned with optimizing finding and filing. The second reason 
for this work is that with the greater connectivity made possible 
by networks and servers, we are all poised on the verge on hav- 
ing to manage and find vastly more information than we have 
been accustomed to. Or are we? This paper considers the con- 
ventional wisdom about the supposed coming information 
overload in light of the activities of the users in our studies. 

File Organization in Electronic Environments: Two 
Studies 

In the spring of 1993, Barreau conducted a study of seven man- 
agers to observe how they organized and retrieved information 
from their electronic workspace (Barreau 1995). Interviews 
with the managers were audiotaped and transcribed. The man- 
agers were also asked to provide a tour of their electronic direc- 
tories. The goal of the research was to identify the types of 
documents used and to determine the factors affecting individ- 
ual decisions to acquire, organize, maintain and retrieve infor- 
mation. Managers were selected because they supervise 
multiple and varied projects, requiring the organization and 
retrieval of a variety of information types. Five of the managers 
were employed in the same company, a large information man- 
agement company. Four of these managers used DOS and one 
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ABSTRACT 
Boolma& are used as “personal Web information spaces” 
to help people remember and retrieve interesting Web 
pages. A study of personal Web tiormation spaces 
sm-veyed 322 Web users and analyzed the bookmark 
archives of 50 Web users. The results of this study are used 
to address why people make bookmarks, and how they 
create, use, and organize them. Recommendations for 
improving the organimtion, vimahxation, representation, 
and integration of bookmarks are provided The 
recommendations include simple mechauisms for tiling 
bookmarks at creation time, the use of time-based . . xxsmhidons with automated filters, the use of contextual 
inSormation in representing bookmarks, and the 
combhration of hierarchy formation and Web page 
authoring to aid in organizing and viewing bookmarks. 

Keywords 
WWW, bookmark information space, survey, empirical 
study, design 

1. INTRODUCTION 
The millions of documents on the rapidly expanding World 
Wrde Web (View) further exacerbates the information 
overload problem documented by [S], [17] and others. The 
Web as we know it today has no classification system for 
Web sites, no formal indexing policy or controlled 
vocabulary, and no systematic system for naming Web 
pages or assigning authorship in a particular catalogue 
(except for domain names). Consequently, searching for 
specific information on the Web is a challenging and often 
fi-ustratingtask. 
One strategy for dealing with information overload is to 
develop personal in8ormation systems consisting of focused 
subsets of information highly relevant to a particular user. 
Bookma& are a simple tool for building these 
personalized subsets of information where interesting or 
usefid Web pages (URLs) cau be stored for later use. Users 
keep track of the resulting pointers to Web pages by 
creating a bookmark archive - a personal Web 
infomution space. 

Permition to make digital/hard copies ofall or pat oftbis material for 
p~~onal or classroom use is granted Gtbout fee provided that the copies 
nre not made or distributed for profit or commercial advantage, the ccpy- 
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gken that copyright is by pennissi on of the AChI, Inc. To copy oUwwise, 
to republish, to post on servers or to redistribute to lists, requires speciiic 
permission andlorfee. 
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Ccpyi&t 199s 0-s9791-975-0/98/4S.00 

Bookmarks are very popular among users. In a 1996 survey 
of 6619 Web users [12], over 80% of respondents cited 
bookmarks as a strategy for locating information. 
Bookmarks were used slightly more than other navigation 
strategies: querying a search engine, referencing an index , 
page, entering a known URL, and traversing links to a 
specific page. Over 92% of users had a bookmark archive 
and over 37% had more than 50 bookmarks. 
Bookmarks serve as convenient shortcuts to frequently used 
Web pages as well historical pointers to useful information 
that may otherwise be forgotten. Bookmarl~ are f?le 
surrogates (abases) pointing to original files in “tertiary I 
storage,” the massive distriiuted tile system located in Web 
servers distributed around the world. Users create their 
own personal information space for the Web by making 
bookmarks, structuring the resulting collection, and 
managing its growth. 
Personal information spaces have been studied in a variety 
of contexts (e.g., [6j, [2], and [7]). Yet very little empirical 
research on Web users has been done and this research is 
the East m-depth empirical study of personal Web , 
information spaces. Our goal was to uncover basic aspects 
of bookmarking behavior as a prelude to modeling large 
scale information archiving, thereby providing a scientific 
basis for the design of future bookmark management 
systems. 

2. METHODOLOGY 
Bookmark usage was studied using survey questionnaires, 
and through analyses of Web users’ bookmark archives. 

2.1 Survey of Bookmark Usage 
The survey instrument was developed based on a pilot 
study of 12 university students with WWW experience 
done with informal interviews and pilot questionnaires. We 
used the results in the design of a formal survey 
questionnaire. More details on this questionnaire and its 
development (inchiding the questions asked) appe& in [l]. 
Approximately 450 of the questionnaires were distributed 
at The Internet Beyond the Year 2000 Conference (held in 
Toronto in early 1996). During the conference, registrants 
were asked, to fill out a copy of the questionnaire. 
Respondents were instructed to identify themselves by their 
conference registration number, and were told that their 
data would be confidential and reported in the form of 
aggregations with questionnaire data from other 
participants. 

1 
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The Spatial Metaphor for User Interfaces: 
Experimental Tests of Reference 
by Location versus Name 
WILLIAM P. JONES and SUSAN T. DUMAIS 
Bell Communications Research 

The enduring dichotomy between spatial and symbolic modes of representation and retrieval acquires 
an added pragmatic dimension through recent developments in computer-based information retrieval. 
The standard name-based approach to object reference is now supplemented on some systems by a 
spatial alternative-often driven by an office or desktop metaphor. Little rigorous evidence is 
available, however, to support the supposition that spatial memory in itself is more effective than 
symbolic memory. 

The accuracy of spatial versus symbolic reference was assessed in three experiments. In Experiment 
1 accuracy of location reference in a location-only tiling condition was initially comparable to that in 
a name-only condition, but deteriorated much more rapidly with increases in the number of objects 
filed. In Experiment 2 subjects placed objects in a two-dimensional space containing landmarks 
(drawings of a desk, table, tiling cabinets, etc.) designed to evoke an office metaphor, and in 
Experiment 3 subjects placed objects in an actual, three-dimensional mock office. Neither of these 
enhancements served to improve significantly the accuracy of location reference, and performance 
remained below that of a name-only condition in Experiment 1. The results raise questions about the 
utility of spatial metaphor over symbolic filing and highlight the need for continuing research in 
which considerations of technological and economic feasibility are balanced by considerations of 
psychological utility. 

Categories and Subject Descriptors: H.1.2 [Models and Principles]: User/Machine Systems- 
human factors; human information processing; H.3.2 [Information Storage and Retrieval]: Infor- 
mation Storage--file organization; H.4.1 [Information Systems Applications]: Office Automation 

General Terms: Experimentation, Human Factors, Management, Performance 

Additional Key Words and Phrases: Computer-human interaction, personal filing systems, spatial 
representation, user interface 

1. SPATIAL VERSUS SYMBOLIC FILING: EVIDENCE FROM 
COGNITIVE PSYCHOLOGY 

The metaphorical use of space as a means of organizing thoughts or ideas dates 
at least back to the formalization of the Method of Loci during the fifth century 
B.C. (see Yates [18] for a discussion). Recently, there has been an attempt to 
give the abstract objects of computer filing systems (e.g., files, commands, 

Some of the material in this article was presented at the 25th Annual Meeting of the Psychonomics 
Society, Nov. 1984, San Antonio, Tex., and at the CHI’85 Human Factors in Computing Systems 
Meeting, April 1985, San Francisco, Calif. 
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ABSTRACT 

Personal document management describes the activities 

performed by an individual in creating, acquiring, organizing and 

maintaining collections of their documents.  A study involving 

field studies and a survey of 115 participants was conducted in 

order to better understand the approaches people take to document 

management.  Qualitative analysis of a field study and 

quantitative analysis of a survey were used together to develop a 

description of three major approaches to personal document 

management: a piling strategy, a filing strategy and a structuring 

strategy.  A user persona was developed to exemplify each 

strategy; this persona description can be used as a design tool to 

guide the development of user interfaces for personal document 

management system.  Specific user interface guidelines are 

suggested to support each of the three identified strategies. 

Categories and Subject Descriptors 

H.5.2 [Information Interfaces and Presentation (e.g. HCI)]: 

User Interfaces  

H.3.3 [Information Storage and Retrieval]: Systems & 

Software 

General Terms 

Management, Design, Human Factors, Theory. 

Keywords 

Personal document management, personal information 

management, document management strategy, personas. 

1. INTRODUCTION 
Personal document management is the activity of managing a 

collection of digital documents.  The unit of analysis in personal 

document management is an individual user and the collection of 

digital documents he or she owns.  The process of document 

management incorporates the creation/acquisition, retrieval, 

organizing and maintenance activities described above, provided 

they are performed by the document owner.  Personal document 

management is an activity that is performed intermittently, 

embedded in the daily life of users. 

Most people store their documents in the hierarchical file system 

provided by their computer‟s operating system, and manage these 

documents through a hierarchical file browser (such as Windows 

Explorer) [8].  These file browsers were intended to allow a 

systems administrator to manage files on a computer (at a time 

when there were generally only a few hundred files).  

Additionally, when these were developed, computers were not 

used by the general public, but by highly trained technicians with 

a thorough understanding of computer technology. The basic 

paradigm of the tool has not changed in the decades since its 

introduction, although the user interface to it significantly 

improved with the widespread introduction of graphical user 

interfaces in the Macintosh and Windows operating systems.  

Despite these improvements, the user interfaces of these systems 

were not designed for modern document management tasks. 

A basic principle of user interface design is that the design of a 

tool should be thoroughly grounded in an understanding of how 

the users work, what tasks they perform and how those tasks are 

carried out.  However, with personal document management, very 

little research has been done into how people are managing their 

documents and what the requirements are for document 

management tools.  This knowledge gap needs to be addressed 

before better tools can be developed. 

2. BACKGROUND 
The seminal work in the field of personal information 

management is Tom Malone‟s 1983 study titled „How Do People 

Organize Their Desks?‟ [12].  He studied how people used paper 

files in their offices and identified two distinct strategies: „neat‟ 

and „messy‟.  In a neat office, the person tried to designate a 

category for every document and place it the location 

corresponding to that category.  The location may have been a 

folder inside a filing cabinet, a paper tray, or a named pile.  In the 

messy office, the person would tend to pile up documents over 

time, in a less structured way.   In both offices, files and piles are 

the basic building blocks of paper document management. 

Several studies have attempted to classify styles of email use in a 

similar way to Malone‟s „neat‟ and „messy‟ classifications.  One 

of the earliest was Mackay [11], who identified „prioritizers‟, 

„archivers‟ and „requesters and responders‟.  The requesters and 

responders use email for task delegation; prioritizers concentrate 

on managing incoming messages while archivers use email to 

archive information for future use.   Whittaker and Sidner [16] 

also looked at organizing behavior in email, identifying „no 

filers‟, „frequent filers‟ and „spring cleaners‟.  The „no filers‟ were 

the email equivalent of pilers, allowing all their email to pile up in 

the inbox, while the filers attempted to place all their emails into 

folders.  The spring cleaners occupied a middle position between 

the other two groups, using a „no-filing‟ strategy most of the time, 

but periodically attempting to put their documents into files.   

Without the folders that others use to aid retrieval, „no filers‟ rely 

on full text search and temporal ordering to retrieve their 
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How Do People Organize Their Desks? 
Implications for the Design of Office 
Information Systems 

THOMAS W. MALONE 

Xerox Palo Alto Research Center 

This paper describes a series of interviews focusing on the way professional and clerical office workers 
organize the information in their desks and offices. A number of implications for designing "natural" 
and convenient computer-based information systems are discussed. 

Two principal claims are made: (1) A very important function of desk organization is to remind the 
user of things to do, not just to help the user find desired information. Failing to support this function 
may seriously impair the usefulness of electronic office systems, and explicitly facilitating it may 
provide an important advantage for automated office systems over their nonautomated predecessors. 
(2) The cognitive difficulty of categorizing information is an important factor in explaining how people 
organize their desks. Computer-based systems may help with this difficulty by (a) doing as much 
automatic classification as possible (e.g., based on access dates}, and (b) including untitled "piles" of 
information arranged by physical location as well as explicitly titled and logically arranged "files." 

Several other implications for the design of electronic office systems are discussed, and some 
differences in how people organize their desks are described. 

Categories and Subject Descriptors: H.1.2 [Models and Principles]: User/Machine Systems-- 
human factors; H.3.2 [Information Storage and Retrieval]: Information storage--file organiza- 
tion; H.4.1 [Information Systems Applications]: Office Automation~equipment; K.8 [Computing 
Milieux]: Personal Computing 

General Terms: Design, Human Factors 

Additional Key Words and Phrases: Desk organization, personal information environments 

INTRODUCTION 

A n u m b e r  of c o m p u t e r  sys tems  have  b e e n  des igned r ecen t ly  to provide  "pe r sona l  
i n f o r m a t i o n  e n v i r o n m e n t s "  for the i r  users.  For  ins tance ,  Go lds t e in  a n d  Bobrow 
[4, 5] descr ibe a " semi- fo rmal"  sy s t em t h a t  al lows users  to organize  pe r sona l  
i n f o r m a t i o n  such  as e lec t ronic  ma i l  and  o the r  d o c u m e n t s  in to  a n e t w o r k  of nodes  
wi th  l abe led  l inks  b e t w e e n  them.  N e g r o p o n t e  [8] descr ibes  a da t a  m a n a g e m e n t  
sy s t em based  on  graphica l ly  r e p r e s e n t i n g  i n f o r m a t i o n  in  "spa t ia l "  loca t ions  which  
users  can  view by  po in t i ng  to, "zooming  in"  on, a n d  so forth.  Page  [9] a n d  Smi th ,  
I rby,  Kimba l l ,  Verp lank ,  a n d  H a r s l e m  [10] descr ibe office works ta t ions  wi th  high-  
r e so lu t ion  s i mu la t ed  "desk tops"  u p o n  which users  can  display a n d  m a n i p u l a t e  
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1. ABSTRACT 

This paper reports on one of the findings of a larger case study 
that attempts to describe how people organize documents in their 
own offices. In that study, several dimensions along which people 
make classificatory decisions were identified. Of these, the use to 
which a document is put emerged as a strong determiner of that 
document’s classification. The method of analysis is reviewed, 
and examples of different kinds of uses are presented, demonstrat- 
ing that it is possible to describe a wide variety of specific 
instances using a closed set of descriptors. The suggestion is 
made that, in designing systems for organizing materials, it might 
be advantageous to incorporate information about contextual 
variables, such as use, since these seem to be particularly 
important in classification decisions made within personal 
environments. 

2. INTRODUCTION 

The work described in this paper is part of a study whose aim is to 
describe how pcopIe, in everyday situations, make classificatory 
choices (KWASMK, 1989). The assumption is that these choices 
are never made in a vacuum, but rather in a context or situation 
(MISCHLER, 1979). The implicit point of view is that even 
though objects themselves provide some constraints on classitica- 
tion choices, classification is, overall and above all, person- and 
situation-centered, and not object-centered. 

Thus, the focus of the study is on situations and on methods of 
eliciting data that will provide a description of how people make 
classificatory choices within a given situation. It is a case study 
describing the process by which people organize and classify 
documents in their own offices as an example of a typical 
classificatory situation. Put another way, it is a study of “situated 
meaning,” which assumes that people actively create meanings in 
the context of.a given situation (DERVIN, 1983). A goal of the 
study ia to describe those dimensions of a person’s situation that 
are significant with respect to classificatory behavior. 
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The observations made in such related studies as those of CASE 
(1986) and MALONE (1983) are extended and amplified by a 
more detailed analysis of the data and (with respect to the study 
by Case) by a slightly different method of data collection. The 
main focus is to describe and analyze situations and contexts, 
rather than the individuals and the objects themselves. 

3. METHODOLOGY 

The main concerns addressed by the methodology were: 1) to 
collect data in as natural a setting as possible so that context could 
be observed and incorporated into the description; 2) to take into 
account the difficulties of collecting verbal data on what is 
essentially a cognitive process (ERICSSON & SIMON, 1976); 
and 3) to ensure that subjects be allowed to generate their own 
descriptions, labels, and relationships, rather than respond to 
descriptions, labels, and relationships decided upon a priori by the 
researcher (FRAKE, 1969; TYLER, 1969). 

4. SCOPE 

The purpose of the study as a whole was to build up a description 
of the objects defined as documents found in a person’s office, 
described in the person’s own terms, and the relationships among 
those documents; the circumstances impinging on classification 
choices; the important dimensions along which objects are 
classified; and the rules used in guiding these classification 
choices. 

This paper will report on ord$ one.of the important diiensions 
along which classificatorydccisiorts are made, namely the 
intended use or purpose of a document. This facet or dimension 
deals with the uses to which something had been, is being, or will 
be put. 

5. PROCEDURES 

Eight university faculty members, men and women from a variety 
of disciplines and of various academic ranks, were asked to 
describe their own offices in terms of the organization of what 
each of them defied as documents. Each subject was also asked 
to sort a day’s mail, simulating as closely as possible the usual 
way in which this task is done, but “tbinkmg out loud” and giving 
as much detail as necessary to describe the process to another 
person.. The initial data sets thus included interview protocols (for 
retrospective data), thiimg-out-loud protocols (for task concur- 
rent data), and notes on observations made by the researcher. 

207 



66

Breadcrumbs of Interaction: Situating Personal 
Information Management 

 
Tomas Lindroth 

University West 

461 86 Trollhättan 
+46(0)798585876 

tomas.lindroth@hv.se 

Magnus Bergquist 
IT-University, Gothenburg 

Box 8718, 402 75 Göteborg 
+46(0)31 786 5534 

magnus.bergquist@ituniv.se  

ABSTRACT 
The area of Personal Information Management (PIM) primarily 
deals with how to store, retrieve and share files and other 
interactional artifacts. According to previous research there is a 
lack of field studies of actual PIM practices, especially mobile 
practices. In this article we present findings from an 
ethnographical study of wireless practice of laptop computers. 
The study reports on the role of historical interaction resources in 
a mobile PIM practice as well as the contextual effects on PIM. 
The findings reveal a PIM-practice highly   connected to use 
situations not always departing from manipulating   files and 
folders, which has been a focus in many previous studies.   
Designers are encouraged to explore the situated intimate and 
immediate design space found to be of great importance for the 
use of these so called Breadcrumbs of Interaction. 
 
Categories and Subject Descriptors 

E.5 [Files] Organization/structure; H.1.2 [Models and Principles]: 
User/Machine Systems, Human information processing; H.5.2 
[Information Interfaces and Presentation]: User Interfaces, User-
centred design, Ergonomics. 

General Terms 
Management, Design, Human Factors. 

Keywords 
Personal Information Management, ethnography, laptop, 
laptopers, breadcrumbs of interaction. 

1. INTRODUCTION 
The studying of Personal Information Management (PIM) has a 
long history within HCI [18, 19, 20, 21]. The area focuses upon 
the individuals handling of personal files, bookmarks and other 
artifacts, which are a result of the individuals’ interaction with the 
computer. A wide range of research has shown that the personal 
interaction archive is an important asset in our daily work [2, 10, 
22,]. Knowing how to have access to and utilize these interaction 
resources via folder-hierarchies, search functions [8, 9, 22, 23, 26] 

and time lines [19, 27] may potentially support the individual and 
increase the quality and efficiency of information management 
when working with the computer.  

According to [26] this research interest has formed two areas of 
PIM research. The first area is the studying of PIM activities on 
the computer, such as classifying, naming and storing as well as 
retrieval and search for documents [cf. 8, 25, 26, 27, 29]. The 
other area is studies on the sharing of PIM as interaction resources 
[28]. 

Despite this interest there has, according to Ravasio et al. [26] 
been a lack of studies of PIM practices in their natural 
environment. While much research focuses on lab and field 
experiment studies of PIM, only a few studies are concerned with 
personal information management in the users’ everyday practice, 
as it happens. This also results in a lack of knowledge on how and 
in what situations the historical interactional resources are 
utilized. In other words, we know that PIM is important, and a 
range of articles show how it may be supported by various 
services and software [cf. 12, 17 25, 29], but we do not no as 
much about how these resources are utilized, how they affect 
interaction, or their role in the everyday IT-practice. An important 
exception to this lack of research is Tang’s et al. [29] studies of 
PIM from an everyday use perspective. However, this research 
focuses on the stationary computer, in the office. The research 
presented in this paper draws on Tang’s work but concentrates on 
PIM practices in mobile settings by studying laptopers, i.e. people 
using laptops on a daily basis in environments with wireless 
network access. The relevance if this research approach can be 
argued from the increasing use of laptops in different settings: 
work, leisure, at home as well as in public places. Laptopers bring 
their interaction history with them as they move between places 
and situations, which create new challenges for PIM research and 
design. 
In order to follow up and build on previous research, this article 
reports from an ethnographical study of laptopers, focusing on 
how their interaction history (files, bookmarks, open windows etc) 
transforms to interaction resources, and how it comes to use in 
their daily practice. In this context we use “Breadcrumbs of 
Interaction” as a metaphor to capture this dimension of PIM as 
interaction resources, meaning URL:s, files, web surfing history 
etc, connected to and contextualized by different situations where 
the laptoper is present. Breadcrumbs as a metaphor have been 
used before, meaning different things. In web design literature it 
refers to a navigational aid that shows where the user is in an 
hierarchy. But it has also been used within Social Awareness 
research with focus on how to make people aware of each other 
[6]. The studied practice gathered from the studying of everyday 
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ABSTRACT 
The personal archive is not only about efficient storage and 
retrieval of information. This paper describes a study of 
forty-eight academics and the techniques and tools they use 
to manage their digital and material archiving of papers, 
emails, documents, internet bookmarks, correspondence, 
and other artifacts. We present two sets of results: we first 
discuss rationales behind subjects’ archiving, which go 
beyond information retrieval to include creating a legacy, 
sharing resources, confronting fears and anxieties, and 
identity construction. We then show how these rationales 
were mapped into our subjects’ physical, social and 
electronic spaces, and discuss implications for development 
of digital tools that allow for personal archiving.  

Author Keywords 
Archiving, ethnography, identity, filing, email, bookmarks. 

ACM Classification Keywords 
H.3.m [Information Storage and Retrieval]: 
Miscellaneous.  

INTRODUCTION 
The problem of personal archiving, in a nutshell, is that we 
collect more documents and objects than we can 
immediately access. We would like to have everything 
ready at hand, but given our limited physical capacity to 
access materials, we end up having to store most of our 
collections. We therefore organize this storage in such a 
way that we hope that we can retrieve the material on 
demand. Thus archiving can be seen as a functional 
problem involving storage, retrieval and a system that 
organizes this storage and retrieval. But in order to 
understand what is stored and retrieved, and why and how it 
is organized, it is necessary to address what archiving 

means to the people who choose and use this material. If we 
want to design better technologies to support archiving 
activities in a digital arena, we must seek to understand the 
personal archive not only as a problem of building an 
efficient information-retrieval system, but also as a human 
practice. We must look for the needs that drive archiving 
behavior, and ask, “Why archive?”   

Archiving in HCI 
Archiving in its myriad forms has received a considerable 
amount of attention in HCI. For example, Henderson has 
looked at how people organize their desktops [17] and 
Jones et al. have reported on the extensive use of desktop 
folders [18].  Other researchers have studied in detail the 
use, archiving and/or storage of emails [4,5,10,23], of 
documents [8], of time management tools [7], of To Do lists 
[3] and personal information management software 
[3,6,19,20]. 

In addition to these medium-specific approaches, there is 
work in HCI on archiving itself as a practice. In their 2001 
paper Whittaker & Hirschberg [22] examined the role of 
paper archive.  They categorized office workers into two 
categories, pilers and filers, and noted that filers 
accumulated more information and accessed it less 
frequently than pilers.  They also pointed out that only 49% 
of the archives they studied consisted of unique documents, 
over a third of the documents were publicly available, and 
that ‘informal librarians’ accumulated a given set of 
information and share it with their colleagues.   

We also found Voida et. al.’s observations of practices 
surrounding iTunes sharing to have strong parallels to 
archiving practices. [21] It is not immediately apparent that 
the situation they describe is one of archiving, but when the 
use of iTunes is considered as one of accumulating, 
organizing and, importantly, sharing a collection of media, 
the similarities become striking.   

We build on this significant body of work by examining the 
variety of diverse functions and structures in the personal 
archive. We posit archiving as an activity that occurs across 
media, locations, careers and time, an ongoing practice of 
selection, organization, collation, display, storage, retrieval 
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ABSTRACT
Personal Information Management Systems require a powerful and
versatile data model that is able to represent a highly heterogeneous
mix of data such as relational data, XML, file content, folder hier-
archies, emails and email attachments, data streams, RSS feeds and
dynamically computed documents, e.g. ActiveXML [3]. Interest-
ingly, until now no approach was proposed that is able to represent
all of the above data in a single, powerful yet simple data model.
This paper fills this gap. We present the iMeMex Data Model (iDM)
for personal information management. iDM is able to represent
unstructured, semi-structured and structured data inside a single
model. Moreover, iDM is powerful enough to represent graph-
structured data, intensional data as well as infinite data streams.
Further, our model enables to represent the structural information
available inside files. As a consequence, the artifical boundary be-
tween inside and outside a file is removed to enable a new class
of queries. As iDM allows the representation of the whole personal
dataspace [20] of a user in a single model, it is the foundation of the
iMeMex Personal Dataspace Management System (PDSMS) [16,
14, 47]. This paper also presents results of an evaluation of an
initial iDM implementation in iMeMex that show that iDM can be
efficiently supported in a real PDSMS.

1. INTRODUCTION

1.1 Motivation
Personal information consists of a highly heterogeneous data

mix of emails, XML, LATEX and word documents, pictures, mu-
sic, address book entries, and so on. Personal information is typ-
ically stored in files scattered among multiple file systems (local
or network), multiple machines (local desktop, network share, mail
server), and most of all different file formats (XML, LATEX, Office,
email formats, etc.).

This work is motivated by the fact that much of the data stored
in those files represents information such as hierarchies and graphs
which are not exploited by current PIM tools to narrow search and
∗This work was partially supported by the Swiss National Science
Foundation (SNF) under contract 200021-112115.
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query results. Moreover, there is an artificial gap between the struc-
tural information inside files and the outside structural information
established by the files&folder hierarchies employed by the user to
classify her files.

This paper proposes an elegant solution to close these gaps. Key
to our approach is to map all available data to single graph data
model — no matter whether it belongs inside or outside a file. For
instance, our model may be applied to represent at the same time
data pertaining to the file system (folder hierarchies) and data per-
taining to the contents inside a file (structural graph). Consequently
the artifical boundary between inside and outside a file is removed.
At the same time, we also remove the boundary between different
subsystems such as file systems and IMAP email servers as we map
that information to the same graph model. This enables new kinds
of queries that are not supported with state-of-the-art PIM tools.

1.2 The Problem
EXAMPLE 1 [INSIDE VERSUS OUTSIDE FILES]
Personal Information includes semi-structured data (XML, Word or
other Office documents1) as well as graph-structured data (LATEX).
These documents are stored as files on the file system. Consider
the following query:

Query 1: “Show me all LATEX ‘Introduction’ sections
pertaining to project PIM that contain the phrase ‘Mike
Franklin’.”

The query references information that is partly kept outside files on
the file system, i.e. all project folders related to the PIM project.
Another part of the query references information kept inside cer-
tain LATEX files, i.e. all introduction sections containing the phrase
‘Mike Franklin’. With current technology, this query cannot be is-
sued in one single request by the user as it has to bridge that inside-
outside file boundary. The user may only search the file system
using simple system tools like grep, find, or a keyword search en-
gine. However, these tools may return a large number of results
which would have to be examined manually to determine the final
result. Even when a matching file is encountered, then, for struc-
tured file formats like Microsoft PowerPoint, the user typically has
to conduct a second search inside the file to find the desired in-
formation [13]. Moreover, state-of-the-art operating systems do
not support at all exploitation of structured information inside the
user’s documents. The structured information inside the files is in
a data cage and cannot be used to refine the query.
Desiderata: What is missing is a technology that enables users to
execute queries that bridge the divide between the graph-structured
information inside their files and the outside file system. 2

1Open Office has stored documents in XML since version 1.0.
MS Office 12 appearing end of 2006 will also enable storage of
files using zipped XML.
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Abstract 
This paper presents a modified diary study that investigated 
how people performed personally motivated searches in 
their email, in their files, and on the Web.  Although earlier 
studies of directed search focused on keyword search, most 
of the search behavior we observed did not involve 
keyword search.  Instead of jumping directly to their 
information target using keywords, our participants 
navigated to their target with small, local steps using their 
contextual knowledge as a guide, even when they knew 
exactly what they were looking for in advance. This 
stepping behavior was especially common for participants 
with unstructured information organization.  The observed 
advantages of searching by taking small steps include that it 
allowed users to specify less of their information need and 
provided a context in which to understand their results.  We 
discuss the implications of such advantages for the design 
of personal information management tools. 

Categories & Subject Descriptors:  H.5.2 
[Information Interfaces and Presentation]: User 
Interfaces; H.1.2 [Models and Principles]: User/Machine 
Systems – human factors 

General Terms:  Design, Experimentation, Human 
Factors. 

Keywords:  Information seeking, search, orienteering, 
teleporting, context, observational study 

INTRODUCTION 
Searching for electronic information can be a complex, 
multistage process, where the information need evolves 
throughout the course of the search.  However, often the 
search target is known in advance (e.g., a phone number or 
address).  Such small, directed searches have been assumed 
to be simpler than large, evolving information seeking 

activities.  Researchers have tried to support directed search 
by attempting to build a “perfect” search engine—i.e., one 
that returns exactly what is sought given a fully specified 
information need.  Attempts to build such a search engine 
have focused on improving on keyword search by 
permitting users to better specify their information need 
through meta-data [28], natural language [15], and even 
context [14].  Such a perfect search engine, although 
perhaps impossible to flawlessly construct, could solve 
many problems people currently have with search tools. 

However, even when a person knows exactly what they are 
looking for, the perfect search engine might not be enough.  
Consider Rachel1, a participant in the observational study 
presented in this paper.  She attempted to locate a document 
that she knew existed in her file system.  Although she 
knew exactly what document she was looking for (i.e., her 
information need was not evolving), she could not describe 
the document, its contents, or its location in advance: 

I don’t know how I could have the directory [the document was in] 
in mind without knowing its name, but I felt sure which it was. 

Because she could not specify her information need, a 
“perfect” search engine probably would not have helped 
her.  Nonetheless, she successfully found her target through 
a series of small steps, using the local context at each stage 
of her search to inform her next step. 

To understand how to build the best possible search tool, 
we conducted an observational study of people performing 
personally motivated searches within their own information 
spaces.  We found that our participants used keyword 
search in only 39% of their searches, despite almost always 
knowing their information need up front.  Instead of trying 
to jump directly to their information target using keyword 
search as might be expected, our participants performed 
directed situated navigation, similar to the Micronesian 
islanders’ situated navigation described by Suchman [26].  
We call this behavior orienteering because it is similar to 
the notion of orienteering in O’Day and Jeffries [21]. 

In this paper, we explore the range of orienteering behavior 
we observed, including how it varied between individuals, 

                                                           
1 All names and identifying details reported have been changed.  Minor 
changes to the transcripts have been made for readability. 
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ABSTRACT
Navigating through a file hierarchy is one of the most com-
mon methods for accessing files, yet it can be slow and repeti-
tive. New algorithms that predict upcoming file accesses have
the potential to improve navigation-based file retrieval, but
it is unknown how best to present their predictions to users.
We present three design goals aiming to improve navigation-
based file retrieval interfaces: minimise the time spent at
each hierarchical level en route to the target file; reduce the
number of levels traversed by providing shortcuts; and pro-
mote rehearsal of the retrieval mechanics to facilitate exper-
tise. We introduce three interfaces that augment standard file
browsers based on each of these goals: Icon Highlights give
greater prominence to predicted items in the current folder;
Hover Menus provide shortcuts to predicted folder content;
and Search Directed Navigation uses predictive highlighting
to guide users through the hierarchy in response to query
terms. Results from a user evaluation show that all three in-
terfaces improve file retrieval times, with Icon Highlights and
Hover Menus best suited for frequently accessed items and
Search Directed Navigation best suited for infrequent ones.
We also show that the benefits are larger when folder content
is spatially unstable. Finally, we discuss how the interfaces
could be combined and deployed in existing file browsers.

Author Keywords
Revisitation; prediction; file retrieval; file navigation

ACM Classification Keywords
H.5.2 User Interfaces: Theory and methods

INTRODUCTION
Retrieving files is an extremely common task for all computer
users. Of the many interfaces that are possible for retrieving
files, navigating through a hierarchy using a file browser is
dominant (used more than 60% of the time, according to pre-
vious studies [5]). However, file browser navigation is slow
– more than 12 seconds per retrieval for Mac users and more
than 17 seconds for Windows users [5]. This is a long time
to retrieve a file, given that selecting a ready-to-hand file icon
would take no more than a second or so. There are two main
reasons for these long completion times: people may not

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, or
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
CHI 2013, April 27–May 2, 2013, Paris, France.
Copyright 2013 ACM 978-1-4503-1899-0/13/04...$15.00.

(a) Icon Highlights (b) Hover Menus

Figure 1: Icon Highlights (left), showing ‘Plants’ as the most likely Ac-
cessRank prediction. Hover Menu (right) showing predictions under
‘Computing’, with n = 3.

know where a file is, resulting in extra time to explore the file
system; and there are numerous navigation actions required
(remembering folder names, finding icons in the current dis-
play, and clicking folders to open them). Regardless of the
cause, it is clear that reducing retrieval time for hierarchical
file browsers could result in large aggregate time savings.

The general problem of improving file retrieval has re-
ceived substantial research attention. As reviewed below, re-
searchers have studied several aspects of the problem: the
ways that users choose to organise information [24, 4], the
performance implications of different hierarchical structures
[22], potential improvements to file access using search [9],
visualisations that provide shortcut access to files [28], and
predictive algorithms for anticipating retrievals [12]. Com-
mercial systems have also iteratively refined their facilities,
with tools such as ‘Recently Used’ menus, full text searching,
and folder aliases now standard in most operating systems.

Although some alternative retrieval techniques explored in
this previous work have been shown to be faster than standard
navigation [28], the performance improvement often comes at
the cost of switching to a completely different retrieval inter-
face. This is a problem, because several studies have shown
people’s continued preference for hierarchy-based file navi-
gation over alternative methods (e.g., [2, 3, 7]). Bergman et
al. [3] give four explanations for this preference: first, the
locations and mechanisms of navigation-based retrieval re-
main consistent and reliable, whereas the organisation and
content of search results can vary from one retrieval to the
next; second, navigation reduces cognitive load because users
can rely on recognition of the steps toward the target rather
than needing to recall file attributes; third, the mental and
physical mechanisms used for retrieval may become partially
automated due to their consistency, allowing users to remain
focussed on their work; and fourth, the location-based mech-
anisms of hierarchical containment are familiar from the real
world, which may serve an important sense-making function.

Session: Data Navigation CHI 2013: Changing Perspectives, Paris, France
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ABSTRACT 

Recent advances in the two past decades in storage technology 

permitted the users gather more and more information. This 

caused an information explosion in different areas from personal 

computers and mobile cell phones to web sites and social 

networks. In the personal information management (PIM) studies, 

management of information was enhanced by utilizing 

hierarchical structures, search and tagging methods. In the case of 

files and folders, however, the file manager software is used the 

most. In almost all the file managers, the foundation of file 

storage/retrieval is the hierarchical file system. A file may fit to 

several paths but should be stored / accessed via only one path. 

Making the choice the user may face ambiguity in storage time. 

Hence redundancy may occur during the passage of time. In other 

words, different versions of a file may be stored undesirably. On 

the other hand, in retrieval of the desired file, again the ambiguity 

occurs in choosing a file (and path) between various candidates. 

The result is increasing access time and user frustration. This is 

because the infrastructure of file storage/retrieval is the same (as 

the previous decades), but the data and information are massively 

increased. 

In this article, a new file manager, File & Concept Browser (FCB) 

is proposed that supports multiple categorizations. The general 

attitude in FCB is similar to the common hierarchical file 

managers, but it supports maintaining a file through different 

paths without multi-versioning, redundancy and ambiguity. The 

idea was implemented as a software prototype and experimental 

results show that in addition to avoiding redundancy, using FCB 

can reduce access time, retrieval failure and user frustration. 

Categories and Subject Descriptors 

D.3.3 [Operating Systems]: File Systems Management – directory 

structures, access methods.  

D.3.3 [Information Storage and Retrieval]: Information Search 

and Retrieval – retrieval models, selection process, search process.  

H.5.2 [Information Interfaces and Presentation]: User Interfaces – 

interaction styles.  

General Terms 

Design, Human factors. 

Keywords 

Directory Structure, File System, Information Retrieval, 

Classification, User Interface. 

1. INTRODUCTION 
Vast amounts of information with different usages are presented 

today in hierarchical structures such as taxonomies [4], site maps 

in the websites [6], help systems [7] file managers [5] and even 

email management systems [2]. Due to large amount of presented 

data in the mentioned structures, users are lost sometimes 

between the mass of data. As a result, they have to be categorized 

in a top-down manner. The proper the classification of objects is, 

the more the clarity and user satisfaction would be obtained. 

Traditionally, views about the file management are based on 

folders’ hierarchical structure which is known as folders tree view. 

The folders are categorized hierarchically so that each folder 

located somewhere in the tree view may contain one or more files.  

The benefits of the hierarchical file managers are so much that 

they are used commonly in almost all operating systems [9], [10]. 

The problem is with the bulk of files and folders especially in the 

recent years. Users can be confused when using stored 

information on their own hard disks. Moreover, the mass of 

folders available on their local drives makes the decisions severe 

in some cases to place a file in which folder. The same story 

occurs when looking for a file in different categorized folders. 

However, To overcome those issues along with problems such as 

redundancy, ambiguity and lack of clarity in file managers, some 

fundamental changes are needed in the structure of information 

storage (hence in information retrieval). 

Let us describe the issue more clearly. A hierarchical structure is 

used for the file system in most operating systems for PCs and 

mobile devices.  A hierarchical file structure is a tree structure in 

which files and documents are stored in nodes. These nodes are 

called folders. Looking back to the parents of file systems used in 

current operating systems shows that hierarchy was a 

fundamental consideration in the design of their structure. During 

the development of these file systems in past years the 

hierarchical structure is remained unchanged as the base of them. 

For example in Microsoft File Systems from FAT to NTFS wide 

improvements and changes are done in the system layer that were 

mostly on implementation and security issues [11]. Despite all 
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ABSTRACT 

Information Science (IS) scholars have long articulated the 
importance of physical and social factors—environments— 
when examining how individuals acquire, store, organize, 
maintain, and retrieve information in one of their home or 
work lives. Yet, few have raised the question of how these 
same information practices are altered and affected in home 
offices, fused living and working spaces that lie at the 
intersection of the personal and the professional. This paper 
reports findings from a 2010 Masters thesis centred upon 
describing and analyzing the information practices that 
characterize home offices—specifically, professional home 
offices that serve as their user’s only workplace. Four 
professional home offices compose the field from which 
data was gathered via tours, mapping and diagramming, 
photography, interviews, and observation. Results suggest 
that the professional home office environment differs from 
that of both traditional professional offices (in corporate-
institutional settings) and personal home offices (used for 
non-professional tasks), and that information practices 
therein are influenced by, reflective of, and responsive to a 
continual negotiation between the two spheres of household 
and organization.  

Keywords 
Ethnography, information management, information use, 
information seeking. 

INTRODUCTION 
 

Recent estimates place the number of employed Canadians 
routinely completing at least some professional work from 
their homes around 17-19 percent (Akyeampong, 2007; 
Globe and Mail, 2010), and the number of employed 
Americans doing so at approximately 20 percent (Business 
Trends, 2008, p. 21; Hill, Ferris, and Martinson, 2003). 
Projected increases in these already significant figures 
abound as organizations and employees alike experiment 
with the significance of such flexible work arrangements. 

In 1988, Lansdale wrote that, “users’ behaviour in offices… 
is largely adapted to overcoming the problems being 
created by the mismatch between the facilities provided, the 
users’ need, and their cognitive capacities” (p. 63). In 1991, 
Taylor wrote that, “within a corporation management 
establishes, inadvertently or otherwise, an attitude toward 
information and consequently affects the information 
behaviour of its employees” (p. 227). Lansdale and Taylor 
each point to environmental factors—physical and social, 
respectively—as potentially influencing individuals’ 
information practices, or the ways in which they “acquire or 
create, store, organize, maintain, retrieve, use, and 
distribute” (Jones, 2007, p. 453) information items such as 
notes, documents, files, and resources, whether in a paper 
or digital format. 

In turn, home offices have been described as spaces “that 
contain work in the antithesis of a corporate setting, 
redefining the rhythm of working life in the context of 
family and friends” (Myerson and Ross, 2006, p. 156).  
Home office users perform their work at a site far removed 
from company controls and colleagues’ prying eyes, yet 
hybrid living and working environments pose altogether 
new considerations and challenges for individuals’ 
information practices.  

In order to begin to understand the nature of information 
practices in the home office setting, and its effects on what 
Jones (2007; 2008) terms users’ “meta-level” information 
activities (the ways in which they “establish, use, and 
maintain a mapping between information and need” (2007, 
p. 464; 2008, p. 60)), field outings into four individual’s 
professional home offices were carried out for the purposes 
of this study. Professional home office users must be 
distinguished as those who, nonetheless employed by 
centralized companies, are solely home-based in their 
careers, operating without any alternate workplaces 
(Thomson, 2010). All four of the participants in this study 
are account managers at printing firms, liaising between 
clients (publishers or authors) and production plants to 
oversee all printing orders for textbooks, trade books, 
newspapers, magazines, agendas, brochures, and more. 
They represent a prime, untapped population to study from 
an information-centric perspective given the heavy volume 
of diverse document types that they handle daily.   
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